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Resumo

As estruturas de tipo argumentativo são um dos elementos constitutivos mais importantes

do discurso usando ĺınguas naturais, uma vez que estas ajudam a dar coerência e estrutura,

principalmente se o objetivo do discurso é a persuasão ou a comunicação de informação.

A extração de estruturas argumetativas desde textos de ĺıngua natural é uma tarefa com

enorme potencial no contexto atual da Web, uma vez que esta veio trazer consigo um aumento

significativo nos fluxos noticiosos ou na possibilidade de partilhar opinião escrita, por exemplo,

em fóruns ou nas redes sociais. Esta tarefa é, contudo, de grande complexidade, quer devido às

múltiplas construções que as estruturas argumentativas podem apresentar, quer devido à pouca

disponibilidade de recursos, consoante as ĺınguas em causa.

Nesta dissertação é apresentado um sistema capaz de fazer extração de estruturas do tipo

argumentativo desde textos de ĺıngua natural, o qual usa um modelo baseado numa rede neuronal

profunda treinado com base em técnicas de aprenizagem autónoma supervisionada. Foram

utilizados dois conjuntos de dados que diferem quer no tipo de textos (i.e., not́ıcias vs ensaios)

quer na ĺıngua em que estes foram produzidos (i.e., Português vs Inglês). Testou-se ainda a

possibilidade de melhorar a performance dos modelos em Português através de abordagens cross-

lingual ou multi-task learning, em que se combina, no treino dos modelos, textos de diferentes

ĺınguas/tarefas.

Os resultados obtidos mostram a validade de uma abordagem baseada em redes neuronais,

quando comparada com outros sistemas que recorrem a outro tipo de modelos. Os resultados

evidenciam ainda a existência de uma dependência da performance do modelo em relação à

quantidade de texto dispońıvel para o treino do mesmo.





Abstract

Argumentative structures are one of the fundamental elements composing natural language

utterances, since these aim at giving coherence and structure to the documents, especially if the

goal of a given natural language utterance is to persuade or inform.

The extraction of this kind of structures from natural language texts is a task with great

potential in the current Web context, given the significant increase in news streams brought by

the Web, or in the possibility to share written opinion, in fora or social networks. This task,

however, has a significant complexity, due to both the multiple arrangements that argumenta-

tive structures can have, and the uneven availability of supporting resources, according to the

languages chosen.

In the present dissertation, we present a system capable of extracting argumentative struc-

tures from natural language texts, through the use of a deep neural network, with parameters

infered through supervised machine learning techniques. Two datasets were used to support

the experiments, differing both in the type of texts (i.e., news vs essays) and in the language

(i.e., Portuguese vs English). We also tested the possibility to improve the performance of the

Portuguese models through the usage of cross-lingual and/or multi-task learning approaches, by

combining texts on different languages/tasks during model training.

The achieved results show the validity of a neural network based approach, in comparison to

other systems using different types of models. They also show that the performance of a model

depends on the amount of text available to its training.
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1Introduction
Argumentation is an ages old subject whose study dates, at least, back to the classical

treatise on rhetoric by Aristotle, which serves as the basis for most of the classical studies on

the matter. Renewed interest on the subject has been sparkled by the advent an increased

popularity of the Web, which brought with it phenomena such as the growth of news websites

or the development of platforms where the debate and exchange of ideas between people is

common, such as web fora or social networks.

Computationally, the extraction of argumentative structures from natural language dis-

course is a very complex task, for instance because argumentative structures can be varied,

with arguments sustaining or countering other arguments, or parts of them. There have been

systems designed to perform argumentation mining using several approaches, with the most

common being developed in such a way that the comprised sub-tasks are ordered in a pipeline

fashion. Moreover, the majority of such systems focus on the application to tasks using the

English language, with other languages such as Portuguese trailing behind.

The major contribution of this work is a new system, capable of extracting argumentative

structures from natural language text using methods based on deep neural networks. The main

focus was on argumentation mining for the Portuguese language, since this is a largely unexplored

territory. However, the evaluation experiments also used English texts, e.g., for comparison

against previous proposals. We also explored cross-lingual approaches in order to increase the

performance of the Portuguese model, since training resources in English are more plentiful than

in Portuguese. To evaluate the model we performed a large set of experiments using different

corpora and different word embeddings, in order to compare inter-model performance (i.e.,

Portuguese vs English), and to analyze different possible strategies to improve the performance

of the Portuguese models.



1.1 Motivation

Argumentation can be defined as the process by which arguments and counterarguments are

constructed and handled (Besnard and Hunter, 2008). Central to this definition is the notion of

argument, which consists of a set of assumptions (i.e., information from which conclusions can

be drawn), together with a conclusion that can be obtained by one or more reasoning steps (i.e.,

steps of deduction) (Besnard and Hunter, 2008). Although definitions can vary, the focal point

in most argumentation models is that there is a conclusion, often called claim, that is supported

by a set of assumptions, often called premises.

From a computer science perspective, the extraction of argumentative structures from nat-

ural language text gave birth to the relatively new field of Argumentation Mining (AM) (Lippi

and Torroni, 2016; Peldszus and Stede, 2013). The complete task can be subdivided in other,

smaller tasks, comprising the identification of the spans pertaining claims and premises, their

classification, and the establishment of relations between them. All of these tasks depend on

the underlying argumentation model supporting the analysis.

Typically, AM systems are developed in a pipeline fashion, using different machine learning

algorithms for each of the tasks, and later combining them using heuristics and/or restrictions.

More recent work has nonetheless reported on the successful use of other types of approaches,

such as end-to-end sequence tagging methods resorting to a single model with parameters in-

ferred through machine learning, e.g., a deep neural network (Eger et al., 2017).

AM can be applied to very different types of texts, such as social Web posts stemming from

on-line newspapers and blogs (Sardianos et al., 2015), Wikipedia articles (Lippi and Torroni,

2015), social media articles (Goudas et al., 2014), persuasive essays (Stab and Gurevych, 2016)

or legal texts (Mochales and Moens, 2011) in multiple languages. Previous work, however,

has focused mainly on English documents, with few studies dedicated to exploring resources

available in other languages (Eger et al., 2018), such as Portuguese. In fact, to the extent of our

knowledge, only Rocha (2016) has specifically addressed to argumentation mining in Portuguese.

AM is, thus, a challenging natural language processing task with applications in very diverse

fields such as Philosophy, History, Law or Political Science. Given the complexity of the task,

there is much interest in assessing to what extent it is possible to develop systems that can

achieve human like performance on this task, particularly when considering languages and/or

domains for which only scarce resources (i.e., few amounts of training examples for supervised

machine learning algorithms) are in fact available.
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1.2 Thesis Proposal

Given the relevance of the subject and the limitations of previous work that render Por-

tuguese as a language for which AM is still a largely unexplored territory, we detail, in this

document, the creation of a novel AM system capable of dealing with Portuguese and English

texts, based on deep neural networks. This state of the art approach is inspired on the one

followed by Eger et al. (2017), which developed an end-to-end system to perform AM on English

argumentative essays. The model that was designed for our system is based on two consec-

utive bidirectional Long-Short Term Memory (biLSTM) layers, with a Conditional Random

Field (CRF) layer to determine the final output.

Models based on deep neural networks also allow for the use of cross-language learning

techniques, for instance leveraging word embeddings in a common vector space (Conneau et al.,

2017). In these scenarios, a model is pre-trained with data from one language and then retrained

with data from another language, or both languages are jointly used to train one model. This

framework is deemed to achieve better results than monolingual training in scenarios where the

amount of annotated data in a given language is smaller, in comparison to similar data in other

languages (Mulcaire et al., 2018).

In sum, we propose to model AM as a sequence tagging task over textual corpora, in order

to identify argumentative spans on text and classify them as claims or premises. We also propose

to test the extent at which it is possible to improve the performance of models for the Portuguese

language through a cross-lingual approach, to compensate for the small size of the available data.

We tested our system using two different datasets specifically for English (Stab and Gurevych,

2016) and for Portuguese (Rocha, 2016).

1.3 Contributions

In brief, the main contributions of this thesis are as follows:

• The proposal of the first ever AM system based on word embeddings1 and deep neural

networks that can extract arguments from Portuguese texts. The only comparable work

(Rocha, 2016) explored Näıve Bayes (NB) classifiers, Maximum Entropy Models (MEMs),

Support Vector Machines (SVMs), and Random Forests (RFs), together with feature ex-

traction and selection techniques in the task of classifying entire sentences as containg

1https://github.com/facebookresearch/fastText/blob/master/pretrained-vectors.md
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argumentative information. The dissertation describes in detail the proposed neural net-

work architecture.

• The exploration of state-of-the-art methods for projecting different sets of embeddings

into a common vector space in order to produce cross-lingual models. The methods used

are described by Conneau et al. (2017), and implemented in a publicly available2 software

package, which allows for supervised and unsupervised projection.

• A detailed evaluation of the proposed system, under different configurations, through

experiments using both English and Portuguese datasets. The English dataset used in our

tests is a corpus of persuasive essays (Stab and Gurevych, 2016), while the Portuguese

dataset consists of news articles (Rocha, 2016). The Portuguese dataset thus differs in

size and in its origin. The obtained experimental results have shown that the amount of

annotated text that is available has a significant impact on the performance of the proposed

model, that even a cross-language approach could not fully mitigate. In fact, in the best

setting, global accuracy at word level was around 72% for the larger English dataset,

and 59% for the Portuguese dataset. As for the results in terms of correctly identifying

the argumentative spans, the difference was even greater, with accuracy around 55% for

English and 22% for Portuguese.

The software supporting the execution of all the experiments reported on this dissertation

is publicly available from a github repository3.

1.4 Structure of the Document

The rest of this document is organized as follows. Chapter 2 presents fundamental concepts

regarding text representation and supervised machine learning, focusing on neural networks

and their usage in NLP tasks. It also introduces related work regarding AM and other related

NLP tasks, such as Discourse Parsing (DP) and text analysis. Chapter 3 describes the proposed

approach for formalizing and addressing the AM problem, as well as the architecture of the neural

model that was used and the considered word embeddings. Chapter 4 details the evaluation

made using the Portuguese and the English datasets. Finally, Chapter 5 summarizes the main

conclusions of this work, giving also some ideas for future research areas.

2https://github.com/facebookresearch/MUSE
3https://github.com/fspring/masterThesis
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2Concepts and Related

Work

This chapter presents fundamental concepts and related work on Argumentation Min-

ing (AM). First, the chapter presents fundamental concepts regarding textual representation

methods (Section 2.1.1), supervised machine learning (Section 2.1.2), and the use of Neural

Networks (NNs) in Natural Language Processing (NLP) tasks (Section 2.1.3), focusing on Re-

current Neural Networks (RNNs) which are used in the context of this work (Section 2.1.4).

Afterwards, we present related work regarding three main aspects: 1. AM, with a focus on argu-

mentation models, the subtasks of AM and the description of some systems implementing these

tasks (Section 2.2.1); 2. Discourse Parsing (DP), namely through an underlying theory (i.e., the

Rhetorical Structure Theory) and its relation to AM (Section 2.2.2); 3. Text analysis, with the

description of systems that focus on tasks that are distinct but affine to AM (Section 2.2.3).

2.1 Fundamental Concepts

Argument extraction methods rely mostly on the use of supervised machine learning algo-

rithms in order to execute tasks that involve classification of textual contents. In this section

we present the fundamental concepts needed in order to understand the topics described in this

document. We start by describing the mechanisms that can be employed to represent texts,

followed by the description of some of the most common algorithms for supervised machine

learning. On a third point we focus on the use of neural networks for NLP tasks. Finally, we

detail the use of RNNs for sequence tagging, the framework used in the context of this work.

2.1.1 Text Representation Methods

Argument extraction refers to the automatic extraction of structured arguments from un-

structured texts (Lippi and Torroni, 2016). One of the first questions that needs to be addressed

is the computational representation of the texts, that are usually provided in the form of strings

of characters in a given natural language (e.g., Portuguese or English, in our case). Each textual

unit of interest (e.g., an entire report, a paragraph, or an individual sentence) is considered



as a document, typically represented through smaller units such as individual words, n-grams

of words (i.e., sequences of n continuous words in a document) or n-grams of characters (i.e.,

sequences of n continuous characters in a document).

One of the most common approaches is to model a document as a vector in a given vector

space, with dimensionality equal to the number of features that are used to represent all the

documents in a collection. Features, for instance, can be the aforementioned n-grams, lexical

structures, or specific words. This method is usually named in the field of Information Retrieval

as the vector space model. Formally, each document is represented by its feature vector dj =

〈w1,j , w2,j , ..., wn,j〉, where n is the number of the features, and where wi,j corresponds to a

weight, measuring the importance of feature i in the description of the contents of document j.

The weights wi,j can be computed in diverse ways. One of the most simple is to consider

binary weights, where wi,j is 0 if a given feature is missing from the document and 1 otherwise.

A more elaborate scheme is to consider wi,j as the frequency at which the content encoded

through feature i (e.g., a specific word) occurs in document j.

A third and also very popular approach is to compute the TF-IDF value for each feature i

in document j. In this approach, we consider combination of Term Frequency (TF) and Inverse

Document Frequency (IDF) values. Although the exact formula can vary, the weight wi,j of an

element i is always directly proportional to its frequency on a given document, meaning that

the more often an element i appears on a document j, the higher its weight wi,j will be. On

the contrary, the weight wi,j is inversely proportional to the document frequency value, meaning

that if an element i appears frequently in a given document collection, then it is very generic,

and a discount should be considered when calculating the weight wi,j of element i in a specific

document j.

In one of the common variants of the TF-IDF scheme, the TF value can be log normalized,

as shown in Equation 2.1:

TFi,j =

 1 + log2 (frequencyi,j) if frequencyi,j > 0

0 otherwise
(2.1)

The IDF value, as stated before, is a measure of the overall importance of an element in

a given collection, meaning that if the document frequency value is very high, then it is not a

very useful element to discriminate between documents in the collection. The IDF value can be

calculated as described by Equation 2.2:

6



Figure 2.1: Representation of the phrase The black car using sparse one-hot vectors with binary
weights and word embeddings. On the first approach (x1), each word of the vocabulary has a
unique vector, orthogonal from each other. x2 uses word embeddings of dimension 4. In this
second way, the vocabulary words car and automobile have similar vectors because they have a
similar meaning.

IDFi = log2

(
N

ni

)
(2.2)

In this equation, N is the total number of documents in the collection, and ni is the number

of documents that contain feature i. A base two logarithmic decay is often considered in order

to smoothen the results.

By combining Equations 2.1 and 2.2, the TF-IDF value for an element i in a document j is

given by Equation 2.3:

TF-IDFi,j =

 (1 + log2 (frequencyi,j))× log2

(
N
ni

)
if frequencyi,j > 0

0 otherwise

(2.3)

Considering the vector space model with TF-IDF weights for representing documents, we

can evaluate the similarity of two documents di and dj by calculating the distance between their

corresponding vectors di and dj . This distance can be computed with the cosine similarity

metric, given by Equation 2.4:

sim(di,dj) =
di · dj

‖di‖ × ‖dj‖
=

∑t
i,j=1 di × dj√∑t

i=1(di)
2 ×

√∑t
i=1(dj)

2
(2.4)

In the previous equation, the cosine of the angle between two vectors di and dj is calculated,

with ‖di‖ and ‖dj‖ being the norms of the document vectors, and di ·dj their dot product. The

result will range from zero to one, since the TF-IDF weights are always positive.

7



Whilst many statistical methods for NLP use high-dimensional and very sparse feature vec-

tors for representing input texts (e.g., texts are represened through one-hot vectors encoding

word occurrences as discussed for the aforementioned vector space model), a more recent alter-

native is to consider dense inputs, also called word embeddings. According to Goldberg (2016),

word embeddings are vectorial representations capturing intrinsic notions of semantic similarity

between words. For instance, through dense vectors it is possible to represent words like car

and automobile in a similar way, whereas in sparse vector representations (i.e., one-hot repre-

sentations in which each word corresponds to a different dimension) these features would be

completely orthogonal from each other. Figure 2.1 illustrates the representation of a sentence

using word embeddings.

Word embeddings can be obtained in several ways, depending on the data available and the

tasks intended for the NLP system. One of the possibilities is to resort to unsupervised training

methods in order to produce the word embeddings. The idea behind unsupervised learning is

that the embedding vectors of similar words should be contextually similar, leveraging the fact

that similar words appear in similar contexts. Unsupervised learning thus depends on a word w

and a context c and there are different types of auxiliary tasks that can be performed in order to

produce the embeddings, such as predicting a word w given its context c in a probabilistic setup

(Mikolov et al., 2013a,b,c). Recent studies have also described approaches for generating sub-

word or character based representations where the embeddings are defined for each character,

or for parts of words, being thus possible to devise an embedding even for unknown words (Gao

et al., 2014; Botha and Blunsom, 2014).

Word embeddings can also be used in cross-lingual scenarios, where embeddings of different

languages are mapped to a common space, in order to ensure that translatable words have similar

representations. There are two fundamental ways in which this can be done, i.e., supervised and

unsupervised. The supervised setting resorts to a dictionary containing pairs of translated words

to learn a linear mapping W between the source and the target space such that:

W∗ = argminW∈Od(R)‖WX−Y‖F = UVT , with UΣVT = SVD(YXT ) (2.5)

In the previous equation, d is the dimensionality of the embeddings, Od(R) the space of d×d

matrices of real numbers, X and Y are two aligned matrices of size d× n with the embeddings

of the words in the parallel vocabulary. A closed form solution for this equation can be obtained

by singular value decomposition (SVD) of the matrix YXT .

8



The unsupervised setting tries to learn the matrix W through an adversarial training pro-

cedure, where X = {x1, ..., xn} and Y = {y1, ..., ym} are two sets of m and n word embeddings

from, respectively, a source and a target language. A model is trained to discriminate randomly

sampled elements from WX , whilst W is trained to avoid accurate predictions from such model

in a two player game setting, by making X and Y as similar as possible. Conneau et al. (2017)

describes a possible approach to the unsupervised process in detail.

2.1.2 Supervised Machine Learning

Regarding supervised machine learning, there are usually two types of important problems,

i.e. classification and regression. In formal terms, both of these problems deal with the prediction

of a variable y given the values of a vector x, containg predictor variables. If y is a continuous

or discrete variable of real values, then we have a regression problem. If the domain of y (i.e.

Y) is a finite set of unordered values, then we have a classification problem. Particularly, if Y

only contains two unordered values, the problem is designated as binary classification. On the

other hand, if |Y| > 2, then the problem is called multi-class classification.

Mathematically speaking, these problems concern the task of finding a function d(x)

that maps each point in the domain of x (i.e. X ) to a point in Y. To construct d(x),

we leverage a training set of n observations. This training set L is usually in the form

L = {(x1, y1), ..., (xn, yn)}. Choosing d(x) involves a criterion, such as the minimization of

the mean squared prediction error, i.e. E {d(x)− E(y|x)}2, in the case of regression problems,

where E(y|x) is the expected value of y at x. As for classification problems, the criterion for

choosing d(x) is typically the minimization of the expected misclassification cost. If Y contains

J distinct values, then the resulting classifier (i.e., the classification solution) can be written as

a partition of X into J disjoint pieces Aj = {x : d(x) = j}, such that X = ∪Jj=1Aj .

Many different methods have been proposed for the task of finding the function d(x), and

some of the most popular approaches include:

Nearest Neighbour Classifiers (to address classification problems), or nearest neighbour in-

terpolators (to address regression problems). These methods select the response y from the

response values of the nearest predictor variables x, as occuring in the training data, ac-

cording to some similarity measure, such as the aforementioned cosine similarity. Response

values can be assigned in three ways, corresponding to different types of treatment for the

values of the neighbours: simple majority vote; simple average of the values; weighted
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average of the values, so that distant neighbours contribute less to the result than nearer

ones. These last two ways are only applicable directly on regression problems.

Linear classifiers or linear regression models address, respectively, classification and regres-

sion problems. They define the function d(x) as a linear combination of features of the

predictor variable. Features are individual dimensions considered to relate to the target

variable (e.g. the aforementioned n-grams of words weighted according to TF-IDF scores).

Linear classifiers are usually divided in two broad classes of methods for determining their

parameters, i.e., generative or discriminative approaches. In generative approaches (e.g.,

näıve Bayes classifiers), training involves the estimation of probabilities by counting events

and then normalizing these counts. As for discriminative approaches (e.g., Logistic Re-

gression, simple neural networks with a single node (i.e., perceptrons) or Support Vector

Machines), estimation involves solving optimization problems.

Tree Based Models represent d(x) as a decision tree. Classification trees partition the space

of the predictor variables X in disjoint sets by recursively partitioning the data of the

training set one predictor variable at a time. New values are classified according to the

structure that is produced. Similar ideas can also be used to build regression trees. Loh

(2011) provides further details on the subject, including some of the most popular algo-

rithms for inferring trees from annotated date.

Neural Networks are networks of computational units called neurons. Each of these units

typically receives a set of scalar inputs, multiplies each input by its corresponding weight,

sums these values, and applies a non-linear activation function to the result. Neurons are

usually connected to each other, meaning that the output of a neuron can serve as the

input for another neuron. The common practice is to organize neural networks in layers,

with at least one input and one output layer. Between these there can be other layers,

called hidden layers, since their result is not directly visible in the output. The dimensions

of the input layer and the output layer can be distinct, meaning that, for instance, the

output layer dimension can be one, in order to implement a binary classifier. The following

section explains these models in more detail.

2.1.3 Neural Networks for NLP

Deep Neural Networks (DNNs) have recently produced very promising results in a wide array

of NLP related problems, including elementary sequence tagging tasks such as parts-of-speech

tagging and named entity recognition, or more complex tasks such as semantic role labelling or
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discourse parsing (Goldberg, 2016). Deep neural networks can assume a variety of architectures,

such as feed forward networks or recurrent networks.

The simplest NN architecture, consisting of a single node/unit, is often called a perceptron.

It can be mathematically written as:

NNPerceptron(x) = sign(xW + b) (2.6)

In the previous equation, W is a weight matrix and b is a bias term, with x ∈ Rdin ,

W ∈ Rdin×dout and b ∈ Rdout . The sign activation function gives the final result. One of the

most common neural network architectures combining multiple nodes/units is called a Multi-

Layer Perceptron (MLP) and, when considering one hidden layer (MLP1), it can be defined as

shown in the next equation:

NNMLP1(x) = g′(g(xW1 + b1)W2 + b2) (2.7)

In this case W1 and b1 concern the first linear transformation, and W2 and b2 refer to a

second linear transformation. We should also add that W1 ∈ Rdin×d1 , W2 ∈ Rd1×d2 , b1 ∈ Rd1

and b2 ∈ Rd2 . This means that xW1 + b1 linearly transforms the input x from din to d1.

Afterwards, the non-linear activation function g is applied to each of the d1 dimensions, and the

matrix W2 and bias vector b2 are used to transform the result into a d2 dimensional vector. It

is the non linearity of the functions g and g′ that allows the network to approximate complex

functions. The vector resulting from each of the linear transformations is called a layer.

Regarding the non-linear function g, it can take many forms, and the choice of one over

another is more of an empirical question than a theoretical one. One of the most common

approaches is based on the sigmod function, i.e., an S-shaped function which transforms each

value x into the range [0, 1] and that can be defined as:

σ(x) =
1

1 + e−x
, (2.8)

Although this was historically the most important function to be used in neural networks,

there are others that can be considered. One such alternative is the hyperbolic tangent, which

can be defined as:
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tanh(x) =
e2x − 1

e2x + 1
(2.9)

The hyperbolic tangent transforms values of x in the range [−1, 1]. A third hypothesis is to

use the simple but effective Rectified Linear Unit (ReLU), which can be defined as:

ReLU(x) = max(0, x) =

 0 if x < 0

x otherwise
(2.10)

ReLU clips negative values to 0, whilst maintaining them if they are positive.

As for the output layer, if the problem in question is best solved by a probability distribution

over k possible outcomes (e.g., in multi-classs classification tasks), then we can use the softmax

transformation, that can be mathematically described as follows:

softmax(xi) =
exi∑k
j=1 e

xj
(2.11)

Regarding the training of neural networks, the task is usually done by minimizing a loss

function over a training set, using a gradient based method. A loss function L(ŷ, y) assigns a

scalar to the network output ŷ given the expected output y. The parameters of the network, i.e.

the weight matrices Wi and the biases bi are set in order to minimize L(ŷ, y) over the training

examples. There are many proposals for L(.) available in the literature, such as the negative

log likelihood. Let y = y1, ..., yn be a vector representing the true multinomial distribution and

ŷ = ŷ1, ..., ŷn be the network output. The negative log likelihood can be defined as follows:

Lneg.loglikelihood(ŷ,y) = −
∑
i

yi log(ŷi) (2.12)

This loss function is very common in the neural networks literature because of its ability to

generate a multi-class classifier together with the softmax transformation described by Equation

2.11.

The gradient based method used to train a neural network is usually a variation of the the

stochastic gradient descent (SGD) algorithm. SGD is a generic optimization algorithm which

receives a function NN(.) (i.e., the neural network) parameterized by θ, a loss function L(ŷ,y),

and the desired input and output pairs xn and yn respectively. The algorithm then attempts to

set the parameters θ such that the loss of NN(.) regarding the training examples is small. SGD

can be described as shown in Algorithm 1:
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Algorithm 1 Minibatch Stochastic Gradient Descent Training

Input: Function f(x; θ) parameterized with parameters θ
Input: Training set of inputs x1, ..., xn and desired outputs y1, ..., yn
Input: Loss function L
1: while stopping criteria not met do
2: Sample a minibatch of m examples {(x1, y1), ...(xn, yn)}
3: ĝ ← 0
4: for i = 1 to m do
5: Compute the loss L(f(xi; θ), yi)
6: ĝ ← ĝ+ gradients of 1

mL(f(xi; θ), yi) w.r.t θ

7: θ ← θ − ηtĝ
8: return θ

The version described in Algorithm 1 operates over minibatches, taking a set of m examples

in order to minimize the total loss
∑n

i=i L(f(xi; θ), yi) regarding the whole set of training samples.

Beyond reducing the noise in comparison to computing L(.) for a sample at a time, the minibatch

version also has the advantage of allowing architectures such as GPUs to do parallel computation

over modest values of m. In lines 3 to 6, the algorithm estimates the gradient of the corpus loss

based on the minibatch m. After that, ĝ contains the gradient estimate and the parameters θ

are updated towards ĝ.

The computation of gradients in networks can be implemented using the computation graph

abstraction, i.e., a representation of an arbitrary mathematical computation as a graph. A com-

putation graph is a directed acyclic graph (DAG) where the nodes correspond to mathematical

operations, and the edges to the flow of intermediary values between the nodes. After building

one such graph it is trivial to calculate the result of the computation (forward computation) as

well as to compute and update the gradients (backward computation). The generic algorithm

for training neural networks using such an abstraction is called back-propagation and can be

described as shown in Algorithm 2:

Algorithm 2 Neural Network training with Computation Graph Abstraction (using mini-
batches of size 1)

1: Define network parameters
2: for iteration = 1 to N do
3: for training example xi, yi in dataset do
4: loss-node ← build-computation-graph(xi, yi, parameters)
5: loss-node.forward()
6: gradients ← loss-node().backward()
7: parameters ← update:parameters(parameters, gradients)

8: return parameters
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In this algorithm, the build-computation-graph is a user defined function that builds the

computation graph for the given input, output and network structure, and returns a loss node,

whilst update-parameters is an update rule. The result of the forward computation is calculated

by the function loss-node.forward while loss.node().backward computes the gradients. In some

cases, e.g. MLPs, it may be more efficient to create just one computation graph and then vary

only the inputs and expected outputs between examples. Several software packages are readily

available to handle the training of neural networks using the computation graph abstraction,

with TensorFlow1 being perhaps the most popular alternative.

Some other optimization issues must be taken into account regarding neural network train-

ing. Since we are optimizing a non-convex function, the initialization values of the weight matrix

W are important, and different random initializations should be used. There are several pro-

posals for the magnitude of the initial random values. One of the most popular is the Xavier

initialization (Glorot and Bengio, 2010), which suggests initializing W ∈ Rdin×dout as:

W ∼ U

[ √
6√

din + dout
,

√
6√

din + dout

]
(2.13)

Another possible approach is to sample initialization values from a Gaussian distribution

with standard deviation equal to
√

2
din

.

Error gradients can also become exceedingly close to 0 (vanish) or become exceedingly high

(explode). Although no appropriate theoretical answer has been given to this problem, one

of the ways to deal with is simply to clip the gradients if the norm exceeds a given threshold.

Another problem is the saturation (i.e., output of values close to the upper limit of one) of layers

using the hyperbolic tangent or the sigmod activation functions, or the death (i.e., an excess

of negative values, thus clipped to 0, resulting in a 0 gradient for that layer) of ReLU layers.

An effective measure for countering saturation is the normalization of the layers, meaning that

instead of g(h) = tanh(h), we should use g(h) = tanh(h)
|tanh(h)| . As for the death of layers, reducing the

learning rate can help avoiding this problem. The selection of the learning rate is also important,

since too large values will prevent the network from converging, whilst too small ones will take

a very long time to do so. To avoid overfitting of the neural network some approaches have

also been proposed, such as placing a penalty on parameters with high values, or by randomly

dropping (setting to 0) a percentage of the neurons in a network or specific layer.

1https://www.tensorflow.org/
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Figure 2.2: Graphical representation of a RNN, adapted from Goldberg (2016).

2.1.4 Deep Learning for Sequence Tagging

Neural networks can also assume the form of Recurrent Neural Networks (RNNs) (Elman,

1990), which are an important abstraction when dealing with NLP problems because these mod-

els allow for the representation of arbitrarily sized structured inputs (e.g., sequences of words)

in a fixed size vector, while taking into account the structured properties of the input. They can

also potentially capture long term dependencies, which, in certain tasks such as sequence tag-

ging, increases accuracy over other types of models whose decision is based on a more restricted

context. Mathematically speaking, a RNN takes as input an ordered list of vectors x1, ...,xn and

an initial state vector s0, returning an ordered list of output vectors y1, ...,yn and an ordered

list of state vectors s1, ..., sn. Each output vector yn can correspond to the state vector sn of

the RNN, and both constitute a representation of the network after observing the inputs x1:n.

A simple RNN can be defined as follows:

RNN(s0,x1:n) = s1:n,y1:n

si = R(si−1,xi)

yi = O(si)
(2.14)

In Equation 2.14, si is a state vector and xi+1 is an input vector. R(.) is a recursively

defined function that takes both vectors as input, and outputs a new state vector si+1. The

function O(.) maps the state vector si to an output vector yi. Input dimensions din and output

dimensions dout have to be specified. Furthermore, xi ∈ Rdin , yi ∈ Rdout and si ∈ Rf(dout).

Figure 2.2 graphically represents an RNN.
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Figure 2.3: A biRNN representation of the sentence “I love my wife .”. Adopted from an original
figure from Goldberg (2016).

To train an RNN, one must first create the corresponding computation graph and then use

the back-propagation algorithm (Algorithm 2) to compute the gradients with respect to a loss

node. This can be done in several ways such as: considering only the final output vector yn,

defining the loss in terms of a function of yn = O(sn) (named an acceptor); considering the

final output vector yn together with other signals (called an encoder); considering the RNN as

a transducer, calculating the local loss for every output yi and then summing or producing a

weighted average of all the local losses. RNNs can also be stacked, forming multi-layered, often

called deep RNNs, which can have better performance than shallow ones (Goldberg, 2016).

When considering sequences of words, the best prediction for a word at position i can be

given not only by the words from the beginning of the sentence up until the position i, but also

from position i all the way to the end of the sentence. In these cases, bidirectional Recurrent

Neural Networks (biRNNs) can be used in order to encode the entire sentence. In a biRNN, one

RNN maintains the state of the sequence based on the inputs x1, ...,xi (forward state), while

another maintains the state of the sequence based on the inputs xn, ...,xi (backward state). Each

state si is obtained by concatenating both the forward and backward states, with the output

yi being given by the concatenation yi = [yf
i ; yb

i ] = [Of(sfi ); Ob(sbi)]. Figure 2.3 illustrates the

enconding of a sentence using a biRNN.

RNNs and biRNNs are abstract architectures that can have diverse concrete representations,

going beyond the simple model of Equation 2.14. A popular example is the Long Short-Term

Memory (LSTM) unit which aims at effectively capturing long range dependencies. LSTMs

have memory cells that can preserve gradients across time, and that are considered to be a part

of the state representation. They use mathematical functions simulating logical gates in order
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to determine how much of the new input should be written to the memory cell, and how much

should it be forgotten. Mathematically speaking, a gate g ∈ [0, 1]n is a vector of values in the

range of [0, 1] that is multiplied component-wise with another vector v ∈ Rn and the result is

added to another vector. Indices in v corresponding to near one values in g are allowed to pass,

while those corresponding to near-zero values are blocked.

If we use the symbol � to denote a component-wise product, an LSTM unit can be formally

defined as follows:

sj = RLSTM(sj−1,xj) = [cj ; hj ]

cj = cj−1 � f + g� i

hj = tanh(cj)� o

i = σ(xjW
xi + hj−1W

hi

f = σ(xjW
xf + hj−1W

hf

o = σ(xjW
xo + hj−1W

ho

g = tanh(xjW
xg + hj−1W

hg)

yj = OLSTM(sj) = hj

(2.15)

In this equation, sj ∈ R2·dh , while xi ∈ Rdx , cj ,hj , i, f,o,g ∈ Rdh , Wxo ∈ Rdx×dh , and

Who ∈ Rdh×dh . The state at time j is composed of a hidden state, hj , and a memory component,

cj . The gates i, f, and o control the input, forget and output. An update candidate g is then

computed as a linear combination of the input xj and the previous state hj−1, and passed trough

an hyperbolic tangent activation function. The memory cj is then updated, with the forget gate

controlling the amount of previous memory to keep, and the input gate controlling the amount

of the input to keep. The output yj is determined based on the memory content, passed through

an hyperbolic tangent non-linearity. Figure 2.4 graphically ilustrates an LSTM.

RNNs can also be combined with other types of components, such as feed forward net-

works, both at the input and at the output. A common setup for sequence tagging prob-

lems involves the use of biRNNs for producing a sequence of intermediate representations

that are then processed by a layer inspired on Conditional Random Fields (CRFs) (Lafferty

et al., 2001) in order to produce the final predictions. If we consider a sequenced input

of words x = (x1, ..., xn), and a sequence of output tags s = (s1, ..., sn), a standard CRF
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Figure 2.4: A graphical representation of a Long Short-Term Memory Cell. Source: Huang et al.
(2015)

models the probability p(s1, ..., sn|x1, ..., xn). This can be done by defining a feature map

Φ(x1, ..., xn, s1, ..., sn) ∈ Rd that maps both the input and output sequences to a vector of d

dimensions. The aforementioned probability can then be modeled as a log-linear model, consid-

ering the parameter vector w ∈ Rd, as shown in Equation 2.16:

p(s|x; w) =
exp(w · Φ(x, s))∑
s′ exp(w · Φ(x, s′))

(2.16)

In the previous equation, s′ ranges over all the possible sequences of outputs and w ·Φ(x, s)

can be viewed as a scoring function for how well the state sequence s fits the input sequence

x. It is then possible to compute efficiently the most likely labelling sequence using the Viterbi

algorithm, which can be formulated as:

T(t, st) = maxt [w · Φ(x, st, st−1) + T(t− 1, st−1)]

S(t, st) = argmaxt [w · Φ(x, st, st−1) + T(t− 1, st−1)]
(2.17)

In Equation 2.17, T(t, st) represents the maximum probability of a specific observation t

and S(t, st) represents the tag which has the maximum probability in that position. Since the
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Viterbi algorithm updates these values according to the sequence of observations, the probability

of each tag is thus dependant on the probability of the previous tag, in order to form the most

probable sequence of labels

To combine these ideas with an RNN, for instance with the output of an LSTM as described

in Equation 2.15, one only needs to replace the linear scoring function w ·Φ(x, s) with the result

of:

scorelstm−crf(x, s) =
n∑

i=0

Wsi−1,si ·OLSTM(xi) + bsi−1,si (2.18)

In Equation 2.18, Wsi−1,si and b are, respectively, the weight matrix entry and the bias

corresponding to the the transition from si−1 to si.

2.2 Related Work

In this section we present relevant studies related to the task of AM over corpora of news

and persuasive essays. We start with studies that have a close affinity to AM, with basis on two

previous surveys on the subject (Lippi and Torroni, 2016; Peldszus and Stede, 2013), followed

by studies that are more loosely related (e.g., work on discourse parsing, or instead focused on

other classes of corpora). The intention is to show the broadness of this research field, both in

scope and methodologies used, as well as to illustrate the algorithms that are typically employed,

the corpora supporting the evaluation, and the different application goals.

2.2.1 Typical Approaches for Argumentation Mining

The larger task of AM is often divided into smaller sub tasks, eventually composing a pipeline

of variable dimensions. In fact, while some previous studies focused solely on the identification

of argumentative clauses (i.e., the different components of an argument), other systems tried to

classify them or to explore the relations existing between the argumentative clauses. Despite the

diversity of systems, it is possible to devise what could be considered a generic pipeline for AM.

One of the key aspects one should bear in mind is that tasks related to AM always depend, up

to a variable degree, on the underlying argumentation model. It is the model that determines,

at least in part, what is the extension of the clauses to be extracted (e.g., sentences or smaller

phrases), how can they be classified, and what are the possible relations between them.
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2.2.1.1 Argumentation Models

Argumentation theory is not an area exclusive to computer science, which means that the

models for argument representation can come from fields as distant as philosophy or rhetoric.

According to Habernal and Gurevych (2017), in the classic Aristotelian theory we can distinguish

three dimensions in an argument, i.e. logos, pathos and ethos. The first focuses on the structure

and logic of the argument. This dimension is the most widely studied in computer science, and

the one this dissertation focuses on. The pathos dimension refers to the emotions the orator

intends to provoke on its audience and it is, also according to the same study, an yet unexplored

dimension by computer science. Finally, the ethos dimension relies on the credibility of the

arguer and is, thus, also out of scope for this dissertation.

According to Lippi and Torroni (2016), the models focusing on the logos dimension can be

broadly classified in three different categories (i.e., rhetorical, dialogical or monological), depend-

ing on the aspects they intend to focus on. Rhetorical models focus on how the speaker builds

its argumentation in view of its audience or persuasive intentions. Dialogical models instead

try to describe the way arguments are linked between themselves in order to build a dialogue.

According to Peldszus and Stede (2013), a dialogical argument structure should provide support

for three kinds of relations between arguments, i.e., support, attack and counter-attack. The

first one describes the way premises are related between themselves and the conclusion in order

for the former to support the latter. Attack relations define the possible ways objections to the

argument can be raised. Some focus on rebutting the conclusion directly, while others on the at-

tack of one of the premises, or the connection between these and the conclusion. Counter-attack

structures focus on the ways a proponent can answer to the attacks made, be it by rebutting a

rebutter or by undercutting an attack (e.g., by presenting an exception). Figure 2.5 illustrates

these three types of structures.

Both rhetorical and dialogical models describe argumentation as a dynamic process, i.e.,

as a construct with a certain structure, depending on more than one intervenient. Monological

models, on the other hand, focus on the structure of the argument itself, describing its structure

as well as the relations between the components. One of the best known monological models

was elaborated by Toulmin (2003) and contemplates six components, with distinct roles:

Claim: Major statement which is thought to be true and should be the conclusion of the

argument.
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Figure 2.5: Types of argumentative structures. From a) to e) we have support structures, from
f) to i) we have attack structures, and from j) to m) we have counter-attack structures. Arrows
denote support and circles denote an attack. Numbered boxes denote opposing arguments and
numbered circles denote supporting arguments. The numbers denote the order of the different
argument components. Adopted from an original figure by Peldszus and Stede (2013).

Data: Set of statements considered to be evident and that cannot be denied, thus constituting

the foundations of the claim.

Warrant: The rule of inference linking the data to the claim.

Backing: Information that stands behind the link established by the warrant, effectively en-

forcing it.

Qualifier: Describes the degree of certainty that is attributed to the claim.

Rebuttal: Set of conditions that could turn the claim into an invalid one, if they are indeed

verified.
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Figure 2.6: A typical argument mining pipeline. Source: Lippi and Torroni (2016)

Although the aforementioned three types of models can vary greatly in terms of complexity,

most of the computational models that are used in practice are simple (i.e., claim/premise type

models), with denominations varying. In these models, argumentation is seen as one claim (like

in the Toulmin model), and a (possibly empty) set of premises, equivalent to the data of the

Toulmin model. Nevertheless, other more complex types of models have been used, such as the

one proposed by Habernal and Gurevych (2017), with user-generated Web discourse in mind.

This last model is based on the Toulmin model and contains five types of components: claim,

premise, backing, rebuttal and refutation. Besides the omission of warrant and qualifier, its main

difference lies on the introduction of a refutation component, which is a statement attacking the

rebuttal. This allows for the introduction of the procatalepsis rhetoric figure in the model, where

the speaker raises possible counter-arguments and deals with them, in order to render the claim

more robust against attacks.

2.2.1.2 Tasks in Argumentation Mining

Argumentation mining systems usually focus on two separate tasks, i.e., the identification

of argument components, and the prediction of the structure of the argument. These tasks

are typically handled in a pipeline architecture, meaning that they are executed in a sequential

order. When this is not the case (e.g., end-to-end systems using neural networks, such as the

one from Eger et al. (2017), described on section 2.2.1.4), the same tasks are still generically

present. Figure 2.6 illustrates the complete pipeline, with its aforementioned tasks.

The first task concerns with the detection of spans of text corresponding to argumentative

components, and these can then be classified according to the adopted model (e.g., distinguishing

from premises and claims). For instance, if we consider a simple claim/premise model, we can

annotate argumentative structures as shown in the following example text:

I protested the Viet Nam War and the draft. I feel protests and demonstrations

are good for our country. In some ways, protests do more to foster change than
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voting does, however it’s much better to make a lot of noise than to beat up American

citizens (and even illegal immigrants) to make a statement.

The claim is marked in bold, while the premises are identified in italics. The rest of the text is

composed of non-argumentative phrases. The task of delimiting the argumentative components

can be split into two separate sub-problems (e.g., detecting sentences containing argumentative

components, and then processing these sentences in order to delimit the argumentative segments

of text), or it can be, instead, handled by a single model. The experiments reported on this

dissertation focus on the task of argument component identification, through the use of a single

model processing an entire text, ignoring sentence limits.

Specifically regarding the detection of argumentative sentences, the task can be seen as the

binary classification of all the sentences of a document as argumentative or non-argumentative

(Mochales and Moens, 2011). For such a task, a diversity of machine learning classifiers has been

used, such as Support Vector Machines (SVMs) (Eckle-Kohler et al., 2015; Stab and Gurevych,

2014; Mochales and Moens, 2011), näıve Bayes models (Biran and Rambow, 2011; Stab and

Gurevych, 2014), linear regression models (Rinott et al., 2015; Levy et al., 2014), maximum

entropy models (Mochales and Moens, 2011), random forests (Eckle-Kohler et al., 2015; Stab

and Gurevych, 2014) or recurrent neural networks (Sardianos et al., 2015).

Such a wide variety of algorithms also indicates that the systems typically test more than

one machine learning algorithm in order to determine which one performs the best, since there

is no evident single best candidate beforehand. They also diverge in terms of the objectives,

descriptive features, and considered training datasets.

After the detection of argumentative components, the next task in the aforementioned AM

pipeline is the detection of their boundaries. This task is also highly dependent of the adopted

argumentation model, since different components need not to have the same boundaries. For

instance, in the above example, the claim occupies a whole sentence, while the premises span

only across a portion of a sentence. Boundary detection can thus be seen as a segmentation

problem, similar to other sequence labelling problems in NLP, such as named entity recognition,

where three main options arise:

1. The whole sentence, or a portion of it, coincides with an argument component;

2. There is more than one component in the same sentence;

3. An argument component has more than one sentence.
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Although not mutually exclusive, these three options are usually considered as such. Several

alternative methods have been considered, such as maximum likelihood models (Levy et al.,

2014) or methods based on CRFs, such as those presented by Park et al. (2015) and Sardianos

et al. (2015). Some previous studies (e.g. Stab and Gurevych (2014) or Eckle-Kohler et al.

(2015)) have simply ignored this task altogether, considering the segmentation as given, and

concentrating on the classification of the components.

The final task of the pipeline consists on the detection of the argumentative structure,

regarding the adopted model. In a simple claim/premise model this consists in defining what

are the premises that try to support the claim, i.e., linking premises to claims, thus establishing

dependencies between elements that can be not adjacent in the text. Some approaches have

been used to address this problem, such as the one by Stab and Gurevych (2014) which uses

a binary SVM classifier to predict links in a claim/premise model, or the method described by

Biran and Rambow (2011) which uses a CRF to predict links between premises and claims.

Eger et al. (2017), in their end-to-end system based on sequence tagging, integrate structure

detection in the tags that the system assigns to a word.

2.2.1.3 Argumentation Mining Systems

The systems described here focus on AM, contemplating some or all of its subtasks. They

all use machine learning algorithms to produce models that are then used to make the desired

predictions. The corpora used for evaluation are diverse, and the approaches differ to some

extent, as well as the intended goals of each system.

With an emphasis on claim detection, the work by Lippi and Torroni (2015) aimed at the

identification of argumentative components, using features not dependent of the text domain.

The training corpus that was used is an IBM dataset with a low claims-per-sentence ratio, which

is adequate to develop a system aiming at generic text, possibly with few to no claims at all.

The authors try to identify claims using the structure of sentences, by building a constituency

parse tree in order to compute a Partial Tree Kernel (PTK) used to train a SVM classifier on a

set of labeled examples.

Sardianos et al. (2015), on the other hand, aimed at the extraction of arguments on docu-

ments available on the Web, with the ultimate goal of getting on-line feedback for policy makers’

decisions. One of the challenges faced by this system was the broad range of possible domains

and document types. The authors used CRFs with grammar features and a small list of cue

words, and they also explored the word2vec tool (Mikolov et al., 2013a,b,c) for training word
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embeddings, in order to widen their word space beyond that of training. Regarding argument

extraction in the study, the task was divided in the detection of argumentative sentences us-

ing classifiers, complemented with the component identification by the aforementioned model

based on CRFs. The author used a training corpus of around 77 million documents, in Greek,

originating from Web content such as news, blogs, Facebook and Twitter posts.

Another system focused on social media is the one described in Goudas et al. (2014). The

approach is similar to the one stated in the previous paragraph (in fact, the two papers have

authors in common), with machine learning classifiers such as logistic regression, random forests,

SVMs, and näıve Bayes tested in the task of detecting argument components, and with CRFs

handling the task of classifying and relating them. More than on the algorithms themselves

(e.g., different possibilities were tested by the authors), this work focuses on the features that

can be used to perform the task. The authors used a set of fifteen features, resulting form the

combination of some taken from the state-of-the-art, with others stemming from their own work.

For the classification of argumentative sentences, the features that were used rely foremost in

gazetteer lists of relevant words. The corpus used for the experimental evaluation is composed

of 204 documents extracted from social media on the domain of renewable energy. Results

showed that logistic regression classifiers where the ones to perform better, and that the features

added from their own work improved the results comparing to only using previous state-of-the-

art features. As for the classification and relation of argument components, CRFs obtained

promising results.

A slightly different system is the one detailed by Levy et al. (2014). As previously, the tasks

of argument detection and classification are present, and handled in a cascade fashion. The

claims to detect are related to a given topic, and the documents analyzed consist of free text,

considered to be relevant for the topic. The cascade is composed of three tasks. The first one

is to identify sentences containing claims; the second one is to identify the boundaries of the

claims within these sentences; the third one is to classify, from the extracted claims, which ones

are the most relevant for the given topic. On the first task the authors used a logistic regression

classifier, with both context dependent and independent features. The second task is divided

in two parts, with the focus of the first being that of defining the sub-sentences which are most

probably a claim, whilst the second employs a logistic regression classifier to choose the best

candidate. Finally, the task of classifying the most relevant claims is also based on a logistic

regression classifier that considers the score of previous components, as well as syntactic features.

The corpus used is composed of 326 Wikipedia articles, considered to contain context dependant

claims for 30 previously chosen topics. The results obtained through the experiments, although
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Work Object Training corpus

Lippi and Torroni (2015) Domain independent claim
identification

IBM dataset (low claims-per-
sentence ratio)

Sardianos et al. (2015) Argument extraction over the
Web

Around 77 million documents
of web generated content

Goudas et al. (2014) Argument extraction 204 social media documents
on renewable energy

Levy et al. (2014) Detection of claims given a
context

326 wikipedia documents con-
sidered to contain claims

Stab and Gurevych (2014) Detection of argumentation
structure

Persuasive essays previously
annotated

Rocha (2016) Argumentative sentence and
argument component bound-
aries detection

129 news articles

Table 2.1: Systems described in Section 2.2.1.3.

better than those of a random baseline, were still modest, suggesting that work on context

dependent claim detection needed to be further improved.

The work by Stab and Gurevych (2014) aimed at the more complete task of not only

identifying and classifying argumentative clauses, but also establishing relations between them,

hoping for a more fine-grained analysis of the argumentation present in the documents. The

authors used a training corpus of persuasive essays, annotated by them in a previous work,

not only with the different argument components (i.e., major claim, claim and premises), but

also with the relations between them. Given the nature of the corpus, the authors observed a

high ratio of argument components in respect to generic text. The features employed in the

study combine structural, lexical, syntactic and contextual clues, as well as discourse markers.

The authors compared the use of SVM, Näıve Bayes (NB), C4.5 Decision Trees and Random

Forest (RF) classifiers in order to classify each of the previously established components as one

of the three possible classes, or as non-argumentative. On a second step, they used a binary

classifier to label each pair of components as having a support or non-support relation between

them. The results obtained by all classifiers surpassed a simple majority baseline (i.e., an

alternative which classifies all the components according to the most common one — premise in

this case), although straying a bit far from the agreement between human annotators, with the

SVM models performing the best.

Rocha (2016) presented, to the extent of our knowledge, the only system focusing on AM

for Portuguese. The author focused on the tasks of argumentative sentence and argument
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component boundaries detection. The first was framed as a binary classification problem, using

feature engineering, considering whole sentences as inputs. In this task, the best performer was

an SVM classifier. The second task was framed as a sequence tagging problem, resorting again

to feature engineering. The classifier employed was a linear chain CRF. The corpus used is

composed of Portuguese news, and this was the dataset used in the experiments reported on

this dissertation. The results obtained were more modest in the first task than in the second

one.

The studies surveyed in this section are focused on machine learning approaches and on

different domains. The argument models used are mostly claim and premise models, with a

small number of components. Regarding tasks, the aforementioned three components of the

pipeline are not always handled, with structure detection trailing behind. Furthermore, the

identification of argument components and detection of boundaries are often grouped together,

or handled with the same type of techniques. Table 2.1 summarizes the systems described in

this section, presenting their main objective together with the evaluation corpus.

2.2.1.4 Argument Mining with Recurrent Neural Networks

Recently, AM approaches have been converging to the use of Neural Networks (NNs) for

sequence tagging, specifically bidirectional Long-Short Term Memory (biLSTM) units, with or

without auxiliary Conditional Random Fields (CRFs) in order to produce predictions. Multi-

task learning and cross-lingual setups have also been tested, with diverse conclusions and degrees

of success. The systems describes here, although focusing on different goals, share, thus, a similar

model and/or approach.

A particularly important recent study is the one described in Eger et al. (2017). The

authors focused on the complete pipeline of AM (i.e., detection of argument components and

their boundaries, classification of components, and detection of the types of relations between

components) but instead of looking at these tasks as an actual pipeline, the authors approached

AM as a single problem, since there are natural interrelations between the stages of the pipeline

that are not taken into account if they are considered as independent. In order to consider

AM as a single problem, and not the sum of three different ones, the authors framed it as a

dependency parsing problem, or, alternatively, as a sequence tagging task. The corpus used is

the one described in Stab and Gurevych (2016), composed of 402 essays divided in paragraphs,

also annotated with major claim, claim and premises.
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When framing AM as a sequence tagging problem, the authors used deep neural networks

(i.e., they combined biLSTMs and CRFs) in order to tag each of the tokens with a tuple (b, t, d, s).

In this formulation, b stands for the BIO encoding of the token, with B meaning that the token

starts an argument component, I continues it, and O that it does not belong to an argument

component at all; t indicates what is the component type; d is the distance in number of

components between the current component and the one it relates to; s is the relation type

between two components (i.e., support or attack). The results for sequence tagging showed that

systems combining bi-directional LSTMs with CRFs could perform equally well, if not better,

than more traditional pipeline systems with significant engineering of features.

When framing AM as a task similar to dependency parsing, the authors also used LSTMs to

score the possible resulting structures. The results showed that dependency parsing, although

achieving good scores if the dependencies are only established inside the paragraphs, sees its

performance drop significantly if an entire essay is considered, meaning that sequence tagging

approaches can be more effective for AM.

Another system, not as affine to the complete AM task as the one described previously,

is the one reported in Stab et al. (2018). These authors focused on the task of detecting

arguments relevant to one of eight given topics in a collection of texts. Their argumentation

model does not focus on structure, being thus a flat model, where a part of a sentence is or is

not an argumentative component in respect to the given topic. The dataset used for evaluation

was composed of web documents on controversial topics, consisting of more than 27 thousand

sentences. The authors tested four models based on biLSTMs: 1. A simple biLSTM; 2. A

biLSTM model enriched with topic similarity features; 3. A biLSTM preceded by an attention

mechanism which weighs parts of a sentence differently, according to their importance; 4. A

fourth model that combines the previous two. The authors concluded that the models that

elaborated upon a simple biLSTM model preformed better than the vanilla one, although none

of them was the undisputed top performer, with scores varying according to the topic in question.

The approach by Schulz et al. (2018) also uses RNNs to do AM, but explores the effects of

multi-task learning for increased performance. The authors used six different English datasets,

that differed both in terms of size and in the argumentation scheme that they considered, as well

as in the proportion of the different argumentative components. The main task for each dataset

was the identification of argumentative components on that dataset, and, as auxiliary tasks,

the same identification for the other five datasets. The authors experimented with a biLSTM-

CRF, where the final CRF layer was changed for every main and auxiliary task, keeping the

same biLSTM layers. To simulate low resource settings, the authors considered only part of the
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datasets as the training data. The obtained results show that multi-task learning improves the

performance, especially if scenarios with low amounts of training data are considered.

In subsequent work, Eger et al. (2018) explored AM in a cross-lingual scenario. The goal

was to evaluate the available resources for the task in order to understand if they allow for

good results. To do so, the authors translated the corpus Stab and Gurevych (2016), manually

for German and automatically for German, Spanish, French and Chinese. This allowed for

the comparison of both translation methods. The authors also devised a projection algorithm

to transfer the argumentative gold-standard tags from one language to another, based on a

previous word-by-word alignment of the original and translated texts. After this alignment,

for each argumentative component in the original text, the algorithm would choose the word

in the translated text that had the lowest index and was mapped to a word belonging to the

argumentative component in the original text. The same was done for the highest index, and

all the words between these two indexes in the translated text were tagged with the same

encoding as the original one. In addition to that, the authors also considered cross-lingual word

embeddings, in order to understand if they performed better than dataset translation and tag

projection. The model used for addressing the task was also based on biLSTMs and CRFs in

a sequence tagging setup. The authors concluded that translating the dataset yielded better

results than using cross lingual word embeddings, with the performance of the translation and

projection setup being close to the one achieved on the original language of the corpus (English).

The authors also concluded that, for this task, human translation achieves very similar results

to machine translation.

Lauscher et al. (2018) focused on AM over scientific writings, arguing that the growing num-

ber of such publications calls for the automatic analysis of their rhetorical aspects. In fact, the

authors deem these texts as rhetorical, in a sense that they aim to convince a specialized audi-

ence of the validity of a given work. They used a previously existing corpus of English scientific

texts (Fisas et al., 2016), which was already annotated with four layers of rhetorical aspects,

although not focused on the argumentative structure. Argumentation annotations were thus

added to the corpus. The argumentation model consisted of three components (i.e., background

claim, own claim and data), with three possible types of relations (i.e., support, contradict and

same claim). The goal was to investigate if a multi-task learning scenario, where the previously

existing annotations of the corpus were used as auxiliary tasks, could preform better than a

single task scenario. A biLSTM was used to address the problem as a sequence tagging task,

and the results have shown that multi-task learning brought a performance improvement to all

of the experimented tasks.
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Work Object Training corpus

Eger et al. (2017) End to end system for argu-
mentation mining

402 persuasive essays

Stab et al. (2018) Detection of arguments rele-
vant for a topic

Web documents on controver-
sial topics

Schulz et al. (2018) Multi-task argumentation
mining

Six different English datasets

Eger et al. (2018) Cross-lingual argumentation
mining

402 persuasive essays

Lauscher et al. (2018) Argumentation mining over
scientific writings

40 scientific texts annotated
with rhetorical information

Table 2.2: Systems based Deep neural networks described in Section 2.2.1.4.

The studies surveyed in this section illustrate the recent shift to DNN models for addressing

the task of AM. While that does not necessarily mean that other types of approaches are

obsolete, current state-of-the-art results are obtained with this kind of setup. Furthermore, the

tendency to explore cross-lingual and multi-task scenarios in order to improve AM in languages

other than English is becoming stronger. Table 2.1 summarizes the systems based on DNNs

described in this section, presenting their main objective together with the evaluation corpus.

2.2.2 Discourse Parsing

Discourse Parsing (DP) is a process to recognize, automatically, the coherent or discursive

(or also rhetorical) structure of a text (Maziero et al., 2015). Thus, discourse parsing is more

comprehensive than Argumentation Mining (AM) and less straightforward than simply analyzing

intrasentential dependencies. There have been different approaches for this task, involving the

use of lexical patterns or machine learning algorithms. This is a very language dependent task

and, although these approaches have been successful for English, the same is not entirely true

for Portuguese, since only lexical patterns have been used.

The DP task is related to AM in that, as stated before, AM also involves the detection

of the structure of the arguments. According to Peldszus and Stede (2015), AM can also be

approached as a discourse parsing problem using, for instance, the formalism of Rhetorical

Structure Theory (RST). The RST (Thompson and Mann, 1987) is a text organization theory

devised in order to understand texts as instruments of communication. It defines three main

mechanisms, i.e, relations, schemas and text structures. Central to RST is the notion of nucleus

and satellite, meaning that text spans typically form asymmetric relations between them, where
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the satellite spans usually enhance the function of the central (nucleus) spans. Relations in

a given schema are specified by characterizing the nucleus, the satellite, and the rhetorical

interactions between them.

Azar (1999) considers that there are five RST relations between nucleous and sattelite

than are congruent with the concept of argument relation. These relations are, in RST terms,

Evidence, Justify, Motivation, Antithesis and Concession. They establish an argument relation,

i.e., a relation between an argument (a premise, in the context of the present dissertation) and

a conclusion. Of these five relations, some can be seen as support relations, while others can be

seen as constituting an oposition to the conclusion. Nevertheless, they allow for the identification

of argumentative spans on a given text annotated with RST. The following systems aim at the

creation of corpora for argumentation mining from texts annotated for DP.

The work by Maziero et al. (2015) aimed at the adaptation of previous works in DP for

the English language, with the intention of achieving better performance than with the use of

lexical patterns. The adapted discourse parsers are SPADE (Soricut and Marcu, 2003) and the

High-Level Discourse Analyzer (HILDA) (Hernault et al., 2010). SPADE uses two probabilistic

models, one to segment the text into Elementary Discourse Units (EDUs) and the other to

identify the relations between the segments, whilst HILDA uses the notion of dominance sets

and features regarding textual organization and syntax in order to train SVM classifiers to

analyze the text in its entirety.

To adapt SPADE to Portuguese, a pre-existing syntax parser named LX-parser (Silva et al.,

2010) was first used by the authors, although the results were poor. Regarding HILDA, instead

of an SVM, the decision tree algorithm J48 (Quinlan, 2014) was used. With the adaptation of

HILDA (called, by the authors, HILDA-PT), a better F-score was obtained, compared to two

baselines, i.e. one which attributed the most frequent relation in the corpora to all the relations,

and another that used the DiZer parser (i.e., an online discourse parser which produces a RST

structure from free text) (Maziero et al., 2011) to perform the same task.

A much different approach, proposed for the English language, is the one described by

Li et al. (2014). In this work, the authors use a RNN to decide if two EDUs are connected

and, if so, what is the relation between them. The first step is to apply a parser, namely the

Stanford parser2, to all the sentences in a document. Then, the approach proposed by Socher

et al. (2013) is used to obtain a distributed representation. The method proceeds by applying a

binary classifier in a bottom up fashion, in order to determine if two adjacent structures should

2http://nlp.stanford.edu/software/lex-parser.shtml
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be merged to form a new sub-tree. If this is the case, a multi-class classifier is used in order to

determine what is the relation label that should be given, and the new distributed representation

is calculated. This process stops when there is a single tree spanning the entire sentence.

The training of the classifiers, as well as infering the parameters of the tree, is made using a

collection of gold standard discourse structures. The binary classifier is a three layered convolu-

tional neural network with a sigmod activation, and the multi-class classifier is a neural network

of the same kind, but with the softmax transformation in order to output a probability distri-

bution and not a single scalar. Both classifiers are trained independently. The calculation of the

distributed representations also uses a RNN with the hyperbolic tangent activation function.

The determination of relations between EDUs also uses simple text level features.

The results of this approach are compared against four different discourse parsing baselines,

i.e. HILDA (Hernault et al., 2010) and the previous systems by Joty et al. (2013), Feng and

Hirst (2014) and Ji and Eisenstein (2014). The results show that no single system achieves

top performance regarding the detection of spans, nucleus and relations. Although a good

performance is attained, the approach described by Li et al. (2014) was very similar in results

compared to the aforementioned baselines.

2.2.3 Text Analysis for Digital Humanities and Computational Social Science

The usage of NLP methods for text analysis in the context of other disciplines is not new.

One must bear in mind both its advantages and limitations, either from a computer science point

of view and from the point of view of the application domains. The tasks addressed by NLP

approaches in domains related to the digital humanities and the computational social sciences

have been diverse, such as the analysis of the positions of political parties, political sentiment

analysis, study of issue framing, or the analysis of party status (government vs opposition).

These studies have some loose affinity to the task we performed in the context of this dissertation,

mainly because AM can be seen as a complementary or even auxiliary task to the main intentions

of these systems.

The work by Collette and Pétry (2014) focused on the political manifestos of Canadian

parties, in order to understand whether the different versions of them (i.e. English and French)

can lead to different results when analyzing political positions. The authors analyzed the afore-

mentioned manifestos with two popular tools (i.e., Wordscores and Wordfish) which rely on the

distribution of terms in the political texts in order to extract policy positions (i.e., left and right

political orientation scores) from them. These approaches do not take into account the organi-
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zation of said terms on the text, meaning that they leave behind the grammatical structure of

the sentences. The scores obtained, dividing the parties between left and right, were compared

with expert surveys that did the same division based on scores given to a certain number of

relevant issues. While Wordscores produces results that are more aligned with those resulting

from expert surveys, Wordfish strays a bit far from them. The differences between English and

French did not seem to be of significance.

The study by Gryc and Moilanen (2014) analyzed the sentiment of political blog posts. By

combining textual indicators with social network analysis the authors tried to devise a hybrid

machine learning and logic-based classification framework that could deal with both the content

and social aspects of the blogosphere. They confined their study to Barack Obama’s presidential

campaign of 2008, in order to understand if a certain blog post expressed a positive, neutral

or negative sentiment towards him. The data analyzed in this study consisted of more than

2.7 million blog posts written by 16,741 bloggers, collected between April 2008 and May 2009.

Amazon Mechanical Turk was used in order to obtain a set of sentiment classified samples.

The authors used three different feature types, i.e. n-grams with TF-IDF scores, results from

a sentiment parser (Moilanen and Pulman, 2009), and features from network analysis using

the hyperlinks between bloggers. The experiments were made using standard Näıve Bayes

Multinomial (NBM) and logistic regression models, considering individual terms are independent

from each other. Although the scores obtained were modest, the authors considered them

promising, even if the gains of the feature sets that included the sentiment parser and the

network analysis showed only small gains over the Bag-of-Words (BOW) model.

Dahlberg and Sahlgren (2014) on the other hand, studied issue framing, i.e. the construction

of political issues by emphasizing a determined subset of questions, which is considered to be

the essence of such issues. Framing is usually a dynamic process, where issues are continuously

refocused and redefined by language use (Dahlberg and Sahlgren, 2014). The authors used

a statistical text analysis technique called Random Indexing (RI) (Kanerva et al., 2000) in

order to extract semantic relations from Swedish blogs between 2008 and 2010 regarding the

notion of ’outsiders’. The authors started by doing a qualitative/quantitative analysis in order

to understand how the major political parties in Sweden framed this particular notion. This

allowed for the creation of a benchmark in order to measure the effectiveness of the purely

quantitative analysis. The studied concluded that the language between the different parties

was not strikingly different and that the blogosphere usually mimicked the terms used by political

parties, meaning that probably the framing of this issue, as made by the different parties, was

effective and produced results in the public opinion.
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Another study regarding the analysis of texts with computational methods is the one devel-

oped and reported by Hirst et al. (2014). The authors tested common approaches to determine

the political orientation of parties from produced speeches, in order to test the hypothesis of

whether the differences that are usually found are not due to ideology, but to party status (gov-

ernment vs opposition). On the first part of their work, the authors used data from Canadian

Parliament debates in order to classify the texts by political party using a SVM classifier. On

the second set of experiments, they tested if the same classifier was truly detecting ideological

differences or, on the contrary, party status. For this second task the authors gathered another

dataset from the Canadian Parliament where the party status of the parties was reversed, then

they trained another SVM classifier, and ran the first classifier on the data of the second and

vice-versa. The results showed a drastic performance drop on the classifiers when cross-used,

dropping below a majority baseline, confirming the hypothesis that the classifiers were detecting

party status. Another set of experiments extended the methodology to the European Parliament,

where there is no government/opposition per se, but only a set of parties that are ideologically

aligned. The obtained results were fairly low, which tends to confirm the hypothesis that the

SVM classifiers were more sensitive to party status than to party ideology.

Grijzenhout et al. (2014) addressed the issue of performing sentiment analysis on parlia-

mentary texts. The authors used data from the Dutch House of Representatives in order to

understand if the current sentiment analysis techniques, usually applied on product reviews and

blogs, are suited for political text. Regarding subjectivity detection, they explored both algo-

rithms based on the frequency or presence of words, and machine learning algorithms (e.g., näıve

Bayes, nearest neighbour classifiers, or SVMs). The results achieved with the three approaches

were satisfactory, with neither technique clearly surpassing the others. Regarding the machine

learning approaches, the best results were achieved by the näıve Bayes classifier.

A second set of experiments aimed at the detection of the semantic orientation (i.e. posi-

tive/negative) of subjective paragraphs. In this set, the authors resorted to a model which scores

every word in the paragraph as positive, negative or neutral, thus achieving the overall score

for the paragraph, and another model that combines a subjectivity lexicon with the same ma-

chine learning algorithms mentioned above. Näıve Bayes performed the best, and most machine

learning algorithms performed better than the model based on word scores.
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2.3 Overview

This chapter presented fundamental concepts and previous work related to Argumenta-

tion Mining. It started by presenting relevant concepts for text representation and supervised

machine learning, afterwards analyzing the use of Neural Networks for Natural Language Pro-

cessing tasks, focusing specifically on bidirectional Recurrent Neural Networks and applications

in sequence tagging tasks. After presenting fundamental concepts, the chapter described typ-

ical approaches for Argumentation Mining and the sub-tasks comprising it. It then described

recent Argumentation Mining systems, comprising both pipeline and end-to-end approaches us-

ing Neural Networks. Finally, it analyzed systems for related NLP tasks, namely by discussing

Discourse Parsing and different textual analysis applications within other fields.
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3
Deep Learning for

Cross-Lingual

Argumentation Mining

This chapter details the system that was designed and the approach followed to perform

Argumentation Mining (AM). In Section 3.1 we describe the general ideas behind the proposed

approach, by presenting the argumentation model that was used (Section 3.1.1) and the framing

of the problem as a sequence tagging task (Section 3.1.2). We proceed in Section 3.2 by detailing

the model used, based on bidirectional Recurrent Neural Networks (biRNNs) combined with

Conditional Random Fields (CRFs), followed by a description of the word embeddings used in

the experiments (Section 3.3).

3.1 Proposed Approach

The approach we followed was based on the one used by Eger et al. (2017), where the authors

describe a solution to computational AM using an end-to-end system. Their solution is based

on the use of Recurrent Neural Networks (RNNs) and machine learning in order to produce a

sequence tagging model. With this framework as background, we designed a new AM system

leveraging a similar approach.

The designed system’s purpose was twofold, i.e., to evaluate the use of Deep Neural Networks

(DNNs) in AM and to perform AM in Portuguese texts. In order to do so, we had to choose an

argumentation model, as well as a convenient way to frame the AM task.

The goal of performing AM in Portuguese brought forward the issue that the only publicly

available Portuguese dataset built for the AM task (Rocha, 2016) was relatively small for a

Natural Language Processing (NLP) task of this complexity. We thus tried to devise ways to

increase the performance of the system without building a new dataset, which, in itself, would

need a methodology such as the one followed by Stab and Gurevych (2016).

We decided, thus, to consider a cross-lingual approach, which is deemed to achieve better

performance than monolingual ones (Eger et al., 2018; Mulcaire et al., 2018) in scenarios where

the amount of text available in one language is not enough for the considered task, but there

is another language with text of the same type in a larger amount. We therefore also used an



English dataset, not only to evaluate the performance of the model itself, but also to analyze

possible performance improvements of AM on the Portuguese dataset.

3.1.1 Argumentation Model

As stated before, AM tasks are very dependent on the underlying argumentation model,

since the model determines the type and number of components an argument can have, as well

as the type of relations that can exist between them. While more complex argumentation models

such as the one proposed by Toulmin (2003) have the advantage to produce more complete and

detailed arguments, the addition of complexity can naturally hinder the performance of the

AM system. Furthermore, in order to train a model with such an argumentation scheme using

our approach, a training set was needed and, to the extent of our knowledge, none is publicly

available, both for Portuguese and English.

We decided, thus, to use a simpler argumentation model, consisting of only two types of

argumentative components, i.e., claims and premises. The chosen datasets, however, are com-

posed of real world texts, meaning that entire sentences or parts of them are not argumentative

and had to be represented in our argumentation scheme. The main reasons for the choice of such

an argumentative model are: 1. Claim-premise models or easily adaptable variants are the most

common in the literature (Stab and Gurevych, 2016; Sardianos et al., 2015; Eckle-Kohler et al.,

2015); and 2. Claims, premises and non-argumentative sentences are the components present in

the only available Portuguese dataset that was built specifically for AM (Rocha, 2016).

In the adopted model, claims are considered to be the conclusions of the argument, meaning

that they are the statement of the argument. Premises, on the other hand, are the parts of the

sentences that support the claim. Premises can relate to claims according to various schemes,

such as a premise that supports more than one claim, or, on the opposite, a claim that is

supported by more than one premise. There can also exist opposition relations between premises

and claims. Our approach, however, did not focus on the relations between argumentative

components, but instead only on the identification of the spans pertaining to the aforementioned

components, and their classification as either claims or premises.

3.1.2 Argumentation Mining as Sequence Tagging

In order to accomplish the identification and classification of argumentative components, we

framed AM as a sequence tagging problem at the word level, consisting on the assignment of one
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Figure 3.1: A sentence containing argumentative components tagged according the chosen argu-
mentation model. Words belonging to a claim are marked in bold and premises in italic. Only
one tag is assigned to each word.

of three possible tags to each word of a document. The chosen tagging scheme is a derivation

of the BIO encoding, where ‘B’ indicates if the token begins a component, ‘I’ if continues it,

and ‘O’ if it’s not part of an argumentative component at all. The second component of the

tagging scheme defines the type of component it belongs to, i.e., claim or premise. We decided

to omit ‘B’ tags, given the small size of the training datasets and the small number of contiguous

argumentative components in the Portuguese dataset.

The chosen tags were, thus, ‘(I,Premise)’ if the word was part of a premise, ‘(I,Claim)’ if it

was part of a claim, and ‘(O,|)’ if it was not part of an argumentative component at all. The

assignment of only one tag per word did not allow for the annotation of overlapping spans, which

is consistent with the most common approaches for AM mentioned before. Figure 3.1 illustrates

the tagging of a sentence with the three different possibilities.

The choice of this simple tagging scheme, however, had some consequences. First, it did

not allow for the establishment of relations between components, since there is no indication

on the tags about the possible relations. Second, it does not allow for the existence of two

distinct but consecutive argumentative components of the same type (i.e., every two consecutive

claims or premises are merged into one, since there is no indication over the beginning of an

argumentative component). Nevertheless, the adopted tagging scheme was enough to accomplish

the aforementioned argument component identification and classification tasks.

3.2 Neural Model

The model used to produce the predictions was based on biRNNs, since this setup has

the potential ability to capture long range dependencies. The neural architecture and general

network parameters were chosen based on the study described by Reimers and Gurevych (2017).

These authors tested different RNN architectures in order to determine which parameters had
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Figure 3.2: The general architecture of the model used in our tests.

a greater impact on performance, as well as optimal values for them. We then empirically

validated these suggestions, in order to ensure that they were fit for our task.

As input to the neural network we considered whole texts as opposed to sentences or para-

graphs, in order to keep the broadest possible context and noting that the documents to be

processed are relatively small. Each word of the input was transformed, in a first step, into the

corresponding word embedding. The embeddings are vectors of dimensionality 300, obtained

using the skip-gram model described in Bojanowski et al. (2016), detailed ahead in Section

3.3. Since these word embeddings were pre-trained from Wikipedia dumps much larger than

the datasets we were considering, we opted to keep this layer as non-trainable, in order for the

similarities captured by the embeddings to remain as accurate as possible.

The next layer of the model corresponds to a dense node, applied repeatedly to all the

words, of dimensionality 100. This allowed for the progressive reduction of complexity in the

model, whilst trying to maintain an accurate level of detail from the input. After this dense

layer, we placed two consecutive bidirectional Long-Short Term Memory (biLSTMs) layers of

size 100, stacking their results. Since the dimensionality of the final output was 3 (i.e., one of

the three possible tags), we placed another dense layer with the output dimensionality equal to

20, in order to first perform a dimensionality reduction without compromising the performance

of the model. Both dense layers used a Rectified Linear Unit (ReLU) as the activation function.
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The number of biLSTM layers and their dimensionality are the values considered to be optimal

by Reimers and Gurevych (2017).

The final layer of the model was a CRF, which allowed us to treat the output in a prob-

abilistic setting, taking into account the entire sequence outputted by the final dense layer of

the model. The final output, thus, was a probability distribution over each of the three possible

tags for each word of the input. The usage of a CRF, instead of a softmax classifier, is also

suggested by Reimers and Gurevych (2017), which considers it to be a better setup for tasks

with dependencies between tags. Figure 3.2 illustrates the architecture of the neural model.

For the training of the model, we considered 100 epochs with minibatches of size 8. We also

considered an early stopping, if the loss variation was less than 0.001. To implement the model

we resorted to the Python programming language, which has several machine learning packages

readily available. In our case, we used the Keras1 deep learning library.

3.3 Embeddings Used

Word embeddings are one of the components with greater influence on the performance of a

model based on RNNs (Reimers and Gurevych, 2017; Collobert et al., 2011). This was the one

component we chose to experiment on the most, varying the pre-trained embeddings that were

used. Furthermore, since we were using RNNs, only the input had to share a common vectorial

space in order to produce cross-lingual models as desired.

The first two word embedding sets that we used in our tests were the Fasttext English

Embeddings (FtEn) for the English dataset and the Fasttext Portuguese Embeddings (FtPt)

for the Portuguese dataset (Bojanowski et al., 2016). These embeddings are based on the skip-

gram model (Mikolov et al., 2013b) which tries to find word representations that can be used

to predict the surrounding words, given a sentence or document. In mathematical terms, if we

consider a sequence of words w1, w2, ..., wn, the skip-gram model tries to maximize the average

log probability described in Equation 3.1, where c is the size of the training context.

1

T

n∑
t=1

∑
−c≤j≤c,j 6=0

log(p(wt+j |wt)) (3.1)

In the previous equation, p(wt+j |wt) is defined using the softmax function as:

1https://keras.io
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p(wO|wI) =
exp

(
v′wO

>vwI

)∑W
w=1 exp (v′w

>vwI )
(3.2)

In Equation 3.2, vw and v′w are the input and output vector representations of w, and W

the number of words present in the vocabulary.

Fasttext embeddings, however, improve on the skip-gram model by representing every word

as a bag of character n-grams, where a vector representation is associated to each one of these. A

word is considered to be the sum of its n-gram representations, in addition to the word itself. For

instance, if we consider the word “mother”, and n = 3, its representation would be given from 〈

mo, mot, the, her, er 〉, plus 〈 mother 〉. This allows for the sharing of representations between

words, meaning rarer words have more accurate representations. The Fasttext embeddings are

trained on Wikipedia dumps and are publicly available2.

To obtain a representation for each word in the vocabulary from our argumentation mining

datasets, in both cases, we used the Gensim API (Řeh̊uřek and Sojka, 2010). This API takes

advantage of the Fasttext bag of n-grams representation in order to generate the embeddings

for each word. This means that, even if a word of the considered dataset’s vocabulary was not

present on the Wikipedia dump that was used to train the embeddings, it will be represented by

an embedding based on its n-grams. This is potentially more accurate than to simply consider

a null value or random embedding for such words.

For the generation of the cross-lingual word embeddings we resorted to the MUSE3 library

(Conneau et al., 2017), which allows for the mapping of word embeddings in two different

languages to a common vectorial space, both in a supervised (using a bilingual dictionary) and

an unsupervised way. The supervised approach is the one described by Xing et al. (2015) which

consists of learning a mapping between the source and target languages by linear regression,

optimizing the following task:

max
W

∑
i

(Wxi)
>zi (3.3)

In the previous equation, W is the projection matrix to be learned and xi and zi are word

vectors in the source and target language respectively. In order for the projected vector Wxi

to be normalized, an orthogonality constraint is imposed over W. The final mapping is given

2https://github.com/facebookresearch/fastText/blob/master/pretrained-vectors.md
3https://github.com/facebookresearch/MUSE
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by Equation 2.5. This procedure, however, requires the use of a bilingual dictionary, and the

production of one is often a human resource intensive task.

The unsupervised setting uses two sets of n and m word embeddings from a source and target

language, respectively X = {x1, ..., xn} and Y = {y1, ..., ym} in order to learn a mapping W

without cross-lingual supervision. For this task, a discriminator model is trained to discriminate

elements from WX and Y and W is trained to prevent him from doing so by making X and

Y as similar as possible. In this two-player game, both the discriminator and W are given a

different objective, which is mathematically translated into a different loss function. For every

input sample, each of the models is trained successively in order to minimize its loss function.

To further refine the mapping, Conneau et al. (2017) produces, at the end of each training

session, a synthetic bilingual dictionary using the mapping W on the most frequent (and more

accurately predicted) words. The authors then resort to the supervised setting using this syn-

thetic dictionary and apply it to W, in order to increase its performance. This approach can

then be iteratively used.

To project word embeddings on our system, we first obtained the Fasttext embeddings for

each word of the vocabulary of both the Portuguese and the English datasets. In a second

step, we used the MUSE library, which applies the procedures described, with the Portuguese

embeddings as the source and the English embeddings as the target. The bilingual dictionary

used was the one provided by the library.

The use of both methods generated an additional two sets of embeddings for each language,

i.e., the MUSE Supervised English Embeddings (MSupEn) and MUSE Supervised Portuguese

Embeddings (MSupPt) as a result of applying the supervised methodology and the MUSE

Unsupervised English Embeddings (MUnsupEn) and MUSE Unsupervised Portuguese Embed-

dings (MUnsupPt), as a result of the unsupervised approach.

3.4 Overview

This chapter presented the system for AM in a cross-lingual scenario that was developed

in the context of this dissertation. It started by describing the general approach and the cho-

sen argumentation model. We specifically used a simple claim/premise model, framing the

AM problem as a sequence tagging task. The chapter proceeded with the explanation of the

chosen neural network architecture, based on biLSTMs and CRFs. Finnally, we described the

embeddings that were used, as well as their generation.
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4Experimental Evaluation

This chapter details the experimental evaluation of the neural model for Argumentation

Mining (AM) that was used for both the Portuguese and English languages. In Section 4.1 we

present the methodology adopted for the experiments. We proceed by describing the datasets

that were used (Section 4.2), followed by a report on the results achieved using standard evalua-

tion metrics for the English dataset (Section 4.3), and for the Portuguese dataset (Section 4.4),

both in a monolingual (Section 4.4.1) and cross-lingual setup (Section 4.4.2).

4.1 Methodology

In order to evaluate AM in both the Portuguese and the English languages, framing argu-

ment component identification as a sequence tagging task, we resorted to two different datasets,

using the same tags and general approach in all the cases. The use of these datasets allowed for

the comparison of the performance over a larger dataset against a smaller one. We also varied

the embeddings that were used, in order to understand if we could improve the performance

of the Portuguese model. In this context, we executed four main experiments, i.e., (a) AM

using pretrained English word embeddings on the English dataset; (b) the same, but for the

Portuguese dataset; (c) training a model with the Portuguese dataset, but adding the English

dataset to the training folds, using word embeddings mapped to the same vectorial space. and

(d) training a model with a Portuguese news dataset, while adding a smaller Portuguese dataset

originally annotated for Discourse Parsing (DP), using pretrained Portuguese embeddings.

Given the relatively small size of the available datasets, particularly in the Portuguese

case, we decided to use a ten-fold cross-validation approach for both languages. We considered

the simple average of the values obtained for each metric and each fold as the result of each

experiment. The hyperparameters used for training were manually tuned, according to the

guidance provided by Reimers and Gurevych (2017).

Our experimental setup allowed us to answer three different questions:



Figure 4.1: Classification of a gold standard claim span. Given the output of the model this
span would be considered to be correctly identified at a 50% correction level, but not at a 75%
or 100% level, since only 4 out of 7 total tokens are correctly identified.

1. Is the performance of the neural model strongly dependent on the amount of annotated

text that is available?

2. Is it possible to improve the performance of the Portuguese model with a cross-lingual

approach, leveraging existing English data, or through the addition of a smaller dataset

originally annotated for a different task?

3. Are the results of the neural model strongly affected by the pre-trained embeddings that

are used, specifically in the cross-lingual setting?

In order to evaluate the performance of the model, we resorted to measures computed both

at the tag level and at the span level. Regarding tags, we measured the overall accuracy of

the model and the precision, recall and F1 scores per tag type. As for spans, we measured the

overall accuracy (taking the three types of tags into account), as well as the precision, recall an

F1 scores per tag type, without non argumentative spans. We also took into account different

correction levels. This means that we considered a span to be correctly identified by the model

not only if all of the words matched the gold standard, but also, in alternative, if 75% or 50%

of the tagged words matched the gold standard. Figure 4.1 illustrates the approach followed for

the classification of spans.

4.2 Datasets

Two main different datasets were used to support the experiments. They differ in the

language of the texts, in terms of size, and also in their origin. These datasets, presented by

Stab and Gurevych (2016) and by Rocha (2016), were originally designed for the task of AM

by their authors, although they had to undergo some form of adaptation in order to fit the

common argumentation model used in this study, which only considers the existence of claims

and premises. A third dataset, described by Cardoso et al. (2011) and originally annotated
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with Rhetorical Structure Theory (RST) annotations, was also used in one of our tests. We

adapted the RST dataset along the guidelines provided by Azar (1999) in order to follow the

AM annotations from the main datasets.

The first dataset is an English corpus consisting of argumentative essays, previously detailed

by Stab and Gurevych (2016). It is composed of 402 texts with 7116 sentences and 147271

words. Originally, this corpus used an argumentation model composed of major claims, claims

and premises. One essay can only have one major claim, although it can feature several claims,

as well as premises. The annotations also considered attack or support relations between the

components. In order to adapt this dataset to our, more simple, claim-premise model, we treated

major claims as ordinary claims, and ignored the difference between attack and support relations,

considering them simply as relations between the components. The experiments reported on

this document addressed exclusively the task of argument component identification although,

for future work, we also plan to address the task of establishing links/relations between the

components, using these same datasets and a sequence tagging approach (Eger et al., 2017).

After the adaptation, the dataset had 30352 (23.6%) words tagged as claims, 60432 (47.2%)

words tagged as part of premises, and 37361 (29.2%) words that were considered as non argu-

mentative text. In total, the dataset features 2411 claims and 1964 premises. The number of

claims and premises was inferior to the one existing before the transformation, since our tag-

ging scheme did not account for the possibility of a different argument component of the same

type to start right after the previous one was finished, counting such cases as a single argument

component (i.e., adjacent spans of the same type were merged).

The second dataset was a Portuguese newswire corpus, much smaller in comparison with the

English one. It is composed of 129 texts, with 17795 words and 807 sentences, of which 134 have,

at least, one claim or premise. The original argumentation model considered claims, premises,

and support/opposition relations. Argumentation schemes corresponding to a claim supported

by several premises, a premise supporting more than one claim, or a premise supporting another

premise, are all present in the instances from the dataset. The adaptation was, in this case,

very straightforward, simply transposing the existing annotations to the tag scheme used in our

study, and ignoring the support/opposition classification associated to the relations.

The final Portuguese dataset was composed of 220 premises and 163 claims. A total of

4654 (26.3%) words are tagged as part of premises, 2187 (12.4%) words are tagged as part of

claims, and 10823 (61.3%) words are non-argumentative. Contrary to the English dataset, the

majority of the words were not part of some argumentative component. Claims, in particular,
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are underrepresented in this second dataset, which consists of documents (i.e., news articles)

with a more factual, rather than argumentative nature.

The RST dataset is a Brazilian Portuguese news dataset originally developed for the task

of document summarization. It contains detailed RST annotations, as well as the syntactic

analysis of the documents. The original corpus is divided in 50 clusters, each one containing,

among others, the original texts and their titles, the summary of the texts, RST and the Cross-

document Structure Theory (CST) annotations, topics and keywords for the texts, and their

syntactic analysis. Ten clusters (20%) have two documents, while the remaining forty clusters

have three documents. Excluding titles, the corpus has a total of 140 documents, 1165 lines,

and 47148 words. The texts were extracted from five different newspapers and each cluster is

composed of documents regarding the same news.

Given its specific nature, the adaptation of this dataset was more challenging. According to

Azar (1999), the RST relations named Evidence, Justify, Motivation, Antithesis and Concession

establish connections between what can be considered as premises, in the context of the present

dissertation, and conclusions (or claims, in the present context). Being so, we discarded all the

texts that did not had any of the aforementioned relations, and considered the span to which

the relation stemmed from as a premise, and another adjacent span as a claim. The choice of

an adjacent span as a claim is motivated by the statistic shown in Eger et al. (2017), where

the vast majority of relations between argumentative components are established with the next

argumentative component. After this step, we adapted the identified spans to follow the adopted

tagging model of the main datasets.

The final dataset was composed of a total of 58 texts, with 92 premises and 92 claims. A

total of 943 (4.2%) words are tagged as part of premises, 949 (4.3%) words are tagged as part

of claims, and the other 20472 (91.5%) words are non-argumentative. The vast majority of the

words are, thus, not part of an argumentative component, which is consistent with the origin of

the dataset, corresponding to several news reports over the same facts.

4.3 Results on the English Dataset

As expected, the overall accuracy of the model over the English dataset was not significantly

affected by the choice between one of the three different sets of embeddings that were tested. The

projection made with the MUSE library does not significantly change the English embeddings.
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FtEn MSupEn MUnsupEn

Token Accuracy 0.714 0.702 0.720

Token
Precision

Premise 0.760 0.795 0.770

Claim 0.531 0.535 0.546

NArg 0.821 0.696 0.785

Overall 0.704 0.675 0.700

Token
Recall

Premise 0.842 0.762 0.806

Claim 0.566 0.485 0.516

NArg 0.670 0.801 0.725

Overall 0.693 0.683 0.682

Token
F1

Premise 0.789 0.769 0.791

Claim 0.530 0.486 0.506

NArg 0.719 0.726 0.731

Overall 0.679 0.660 0.676

Span
Accuracy

100% 0.550 0.448 0.547

75% 0.633 0.515 0.619

50% 0.709 0.621 0.681

Overall 0.671 0.568 0.650

Span
Precision

100%
Premise 0.393 0.380 0.415

Claim 0.337 0.299 0.369

Overall 0.365 0.340 0.392

75%
Premise 0.458 0.434 0.474

Claim 0.380 0.348 0.409

Overall 0.419 0.391 0.442

50%
Premise 0.505 0.518 0.528

Claim 0.438 0.429 0.440

Overall 0.472 0.474 0.484

Span
Recall

100%
Premise 0.619 0.520 0.631

Claim 0.460 0.354 0.439

Overall 0.540 0.437 0.535

75%
Premise 0.721 0.594 0.721

Claim 0.519 0.413 0.487

Overall 0.620 0.504 0.604

50%
Premise 0.795 0.709 0.803

Claim 0.598 0.508 0.524

Overall 0.697 0.609 0.664

Span F1

100%
Premise 0.481 0.439 0.501

Claim 0.389 0.324 0.401

Overall 0.435 0.382 0.451

75%
Premise 0.561 0.502 0.572

Claim 0.438 0.378 0.444

Overall 0.500 0.440 0.508

50%
Premise 0.618 0.599 0.637

Claim 0.506 0.465 0.478

Overall 0.562 0.532 0.558

Table 4.1: English evaluation results per-token and per-span.
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Global accuracy at a token level ranged from 0.702 for MSupEn to 0.720 for MUnsupEn.

The results on a token level showed no clear top performer, since all the embeddings achieved

the best score in at least one category. MUnsupEn had the best precision for claims and F1

score for premises and non-argumentative tokens, whilst MSupEn was the top performer for

precision on premises and recall for non-argumentative tokens. The best scores for precision on

non-argumentative tokens and recall on premises and claims were achieved by FtEn.

The difference between the scores achieved for both non-argumentative and premise tokens,

when compared to tokens corresponding to claims, is significant, since the scores are between

20% to 30% higher. These scores, however, do not reflect directly the amount of each type of

text, since claims and non-argumentative tokens have similar percentages in the English dataset.

Results for spans are somewhat different, since MSupEn is not the top performer in any

category. For accuracy, a measure which takes into account the three possible types of spans,

the best score at any correction level was achieved by FtEn. The differences to MUnsupEn,

however, are always lower than 10%.

In terms of span precision, the top performer was MUnsupEn for all the correction levels

and types of spans (i.e., claims and premises). Despite being the top performer, the differences

to FtEn are, once again, marginal. Span recall has mixed winners, since MUnsupEn has better

scores for premises and FtEn for claims, with a tie between both for premises at a 75% correction

level. As for the F1 score for spans, MUnsupEn achieves the best score for all the categories

and correction levels, except for claims at a 50% correction level, where FtEn performs better.

The differences between MUnsupEn and FtEn for this measure are always lower than 10%.

The scores regarding claim spans are always lower than those regarding premise spans, at

any correction level, with differences getting as high as 39%, when comparing the recall score

of the best performers at a 75% correction level. The difference between the correction levels is

also significant, with improvements in the range of 10% to 20% when comparing 50% correction

to 100% correction. Table 4.1 summarizes the obtained results.

A manual qualitative analysis of the texts tagged by the models revealed some high quality

classifications of spans, alongside with some incorrect ones. As the figures suggest, claims are

the most difficult to correctly identify. Figure 4.2 illustrates four typical cases: a) Identification

of a smaller argumentative span of another type by MUnsupEn and identification of a span of

the same type, but with a correction level inferior to 50% by FtEn; b) Correct identification of a

claim span by MUnsupEn but identification of a span of the same length as a premise by FtEn;
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Figure 4.2: Examples of argumentative component classification from English models
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c) Correct identification of a premise span by MUnsupEn and FtEn. d) Correct identification

of a claim span by MUnsupEn and FtEn.

When compared to the top performing model reported by Eger et al. (2017), which used the

same English dataset as ours for the experiments and a Deep Neural Network (DNN) based on

Long Short-Term Memory units (LSTMs), our models appear to have lower span scores. These

authors reported a F1 score, when considering the whole text as input, at a 100% correction

level of 66.21% and, for the 50% correction level, 73.02%. As for the most directly comparable

scores from our top performing models, MUnsupEn achieved 0.451 on the overall F1 score at a

100% correction level and FtEn 0.562 on the overall F1 score at a 50% correction level. However,

while our overall scores only consider claims and premises, Eger et al. (2017) report on a single

F1 score for components, not making any distinction between the scores for the different types of

spans, meaning that non-argumentative text spans are also included in it. Moreover, Eger et al.

(2017) considered a different tagging scheme, which allows for four different types of components,

i.e., major claims, claims, premises and non-argumentative spans.

Stab and Gurevych (2016) instead used an integer linear programming model on the same

English dataset, although also considering the original four types of components in a feature

based approach. Since the model used by these authors is based on a pipeline architecture,

such as the one described in Figure 2.6, the authors started by classifying each word as being

part of an argumentative component or not, without assigning a type to it. For this sub-

task, they reported an F1 score for non-argumentative components of 0.857. On our approach,

however, MUnsupEn produced an F1 score of 0.731 on the identification and classification of

non-argumentative tokens. The second task regarded the classification of the previously detected

argument components as belonging to one of the three possible types of argumentative compo-

nents that were considered (i.e., major claims, claims and premises). Although not directly

comparable, since this classification was only made on previously identified spans belonging to

an argumentative component, the authors reported an F1 score for claim spans of 0.682 and

0.903 for premise spans. Our top performer model, MUnsupEn achieved 0.401 on the F1 score

for claims and 0.501 on the F1 score for premises, both at a 100% correction level.

The aforementioned scores appear to be higher than the ones achieved by our model. How-

ever, Stab and Gurevych (2016) focused on a very specific type of text, and engineered features

suited to that type, whilst our focus was a little distinct. We wanted a model which could be

used for not only different languages, but also distinct text types.
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FtPt MSupPt MUnsupPt FtCstPt MSupEnPt MUnsupEnPt

Token Accuracy 0.548 0.545 0.536 0.550 0.589 0.552

Token
Precision

Prem. 0.396 0.408 0.404 0.372 0.396 0.370

Claim 0.209 0.233 0.214 0.216 0.194 0.205

NArg 0.576 0.581 0.572 0.574 0.604 0.563

Overall 0.394 0.407 0.397 0.387 0.398 0.379

Token
Recall

Prem. 0.406 0.415 0.421 0.390 0.387 0.358

Claim 0.223 0.252 0.206 0.222 0.189 0.208

NArg 0.690 0.672 0.680 0.662 0.763 0.705

Overall 0.440 0.446 0.436 0.424 0.446 0.424

Token
F1

Prem. 0.349 0.347 0.348 0.334 0.328 0.308

Claim 0.189 0.209 0.177 0.189 0.174 0.174

NArg 0.570 0.565 0.563 0.571 0.612 0.562

Overall 0.369 0.374 0.363 0.364 0.371 0.348

Span
Accuracy

100% 0.173 0.216 0.180 0.184 0.222 0.198

75% 0.233 0.275 0.252 0.241 0.240 0.239

50% 0.296 0.320 0.303 0.290 0.291 0.276

Overall 0.234 0.270 0.245 0.238 0.251 0.238

Span
Precision

100%
Prem. 0.156 0.154 0.139 0.130 0.244 0.192

Claim 0.121 0.149 0.089 0.138 0.249 0.212

Overall 0.139 0.152 0.114 0.134 0.247 0.202

75%
Prem. 0.222 0.214 0.180 0.178 0.262 0.260

Claim 0.149 0.171 0.161 0.161 0.260 0.225

Overall 0.186 0.193 0.171 0.169 0.261 0.243

50%
Prem. 0.281 0.245 0.221 0.235 0.332 0.315

Claim 0.176 0.198 0.178 0.167 0.268 0.237

Overall 0.229 0.222 0.200 0.201 0.300 0.276

Span
Recall

100%
Prem. 0.202 0.245 0.243 0.199 0.267 0.216

Claim 0.137 0.176 0.097 0.160 0.157 0.175

Overall 0.170 0.211 0.170 0.179 0.212 0.196

75%
Prem. 0.286 0.329 0.313 0.278 0.292 0.277

Claim 0.166 0.202 0.173 0.188 0.169 0.188

Overall 0.226 0.266 0.243 0.233 0.231 0.233

50%
Prem. 0.368 0.377 0.382 0.354 0.374 0.334

Claim 0.205 0.242 0.197 0.200 0.176 0.200

Overall 0.287 0.310 0.290 0.277 0.275 0.267

Span F1

100%
Prem. 0.172 0.184 0.176 0.153 0.251 0.193

Claim 0.126 0.159 0.090 0.146 0.187 0.185

Overall 0.149 0.172 0.133 0.149 0.219 0.189

75%
Prem. 0.245 0.252 0.227 0.212 0.271 0.255

Claim 0.154 0.182 0.163 0.171 0.199 0.198

Overall 0.200 0.217 0.195 0.191 0.235 0.227

50%
Prem. 0.313 0.289 0.278 0.276 0.345 0.308

Claim 0.185 0.213 0.183 0.179 0.206 0.210

Overall 0.249 0.251 0.231 0.227 0.276 0.259

Table 4.2: Portuguese evaluation results per-token and per-span.
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4.4 Results on the Portuguese Dataset

For the Portuguese dataset, we performed two types of experiments, i.e., monolingual and

cross-lingual. We should bear in mind that the Portuguese dataset is much smaller, also con-

taining a much larger percentage of non argumentative words (61.3% vs 29.2%). This means

that the overall results should be much lower in comparison to the English ones.

4.4.1 Results Using Only the Portuguese Datasets

Regarding the token level evaluation, the overall accuracy values did not vary much, ranging

from 0.536 for MUSE Unsupervised Portuguese Embeddings (MUnsupPt) to 0.548 for Fasttext

Portuguese Embeddings (FtPt). Although there is no clear winner for precision, recall or F1

scores, since any of the embedding sets performed the best in at least one category, MUSE Su-

pervised Portuguese Embeddings (MSupPt) was the most consistent model. It topped precision

for premises, claims and non-argumentative tokens, as well as recall and F1 scores for claims.

MUnsupPt had the best recall for premises, and FtPt the best recall for non-argumentative

tokens and the best F1 score for premises and non-argumentative tokens. Although absolute

differences are small, there are some noteworthy percentage differences between the embeddings

that were tested, with, for instance, the F1 score for claims being ∼ 20% higher for MSupPt

embeddings, in comparison to MUnsupPt.

As for spans, MSupPt had the best overall accuracy for each of the correction levels, with

values ranging from 0.216 for 100% to 0.320 for 50%. Just as for tokens, MSupPt was the most

consistent set of embeddings, with better precision for claims on all the correction levels, and

better recall and F1 scores for both premises and claims on all the correction levels, except for

premises at 50%, where MUnsupPt performed better, and F1 score for premises at 50%, where

the best score was achieved by FtPt. FtPt also performed the best on precision for premises

at all the correction levels. The most noteworthy difference in percentage is the one registered

at the F1 score for claims at a 100% correction level, where MSupPt performs more than 76%

better than MUnsupPt.

The increase of performance due to the different levels of correction is somewhat larger than

the one noted in the English dataset. Regarding premises, for instance, the F1 score achieved

by FtPt is 82% higher (0.141 points total) at the 50% correction level, in comparison to the

100% correction level. For claims, the greatest difference is for MUnsupPt, where the F1 score
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is more than the double (0.090 vs 0.183) when comparing the 100% correction level to the 50%

correction level. Table 4.2 summarizes the achieved results.

We conducted an additional experiment, in order to evaluate if the performance of the model

could be improved using only additional argumentative text in Portuguese. For this experiment,

we used the aforementioned Fasttext word embeddings for Portuguese, and added the dataset

resulting from the transformation of the RST dataset from Cardoso et al. (2011) to each of the

training folds. We designated this model by FtCstPt.

The results, however, did not show a significant improvement in performance. On a token

level, FtCstPt performed better than the previous models on accuracy and F1 score for non-

argumentative clauses. The improvements, however, were marginal, and largely outshined by

the losses on other scores. On a span level, FtCstPt was always worse than at least one of

the other monolingual models (i.e., FtPt, MSupPt and MUnsupPt). This lack of improvement

reflects the small amount of text that was tagged as argumentative components, which can be

an indicator that a dataset designed for argument component identification and classification

should have a higher percentage of claims and premises.

4.4.2 Results Using the English and Portuguese Datasets

In order to try to improve the performance over the Portuguese dataset we also combined

the use of cross-lingual word embeddings with model training using both the Portuguese and

English datasets. As stated before, we used the MUSE library in order to project the Portuguese

embeddings into the English ones. This theoretically allowed for the usage of a model trained

with both datasets, since translatable words would have similar embeddings in both languages.

For this experiment we trained two new models. On one, we combined MSupPt and MSupEn

in a single embedding set, and added the English dataset to each of the training folds of the

Portuguese dataset. On the other, we did the same, but with MUnsupPt and MUnsupEn. We

refer to the first model as MUSE Supervised English and Portuguese Model (MSupEnPt), and

to the second model as MUSE Unsupervised English and Portuguese Model (MUnsupEnPt).

At a tag level, the overall accuracy was 0.589 for MSupEnPt and 0.552 for MUnsupEnPt.

Once again we obtained mixed results, with MSupEnPt achieving better scores for precision,

recall and F1 on premises and non-argumentative clauses, while MUnsupEnPt performed better

on precision and recall scores for claims, with a tie between both sets of embeddings at the

F1 score for claims. At a span level, the mixed tendency was kept, with some bias towards

MSupEnPt, which performed better on accuracy at all the correction levels, precision for both
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Figure 4.3: Examples of argumentative component classification from Portuguese models
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claims and premises at all the correction levels, recall for premises at all the correction levels and

F1 score for claims and premises at all the correction levels, except claims at 50%. MUnsupEnPt

achieved better scores on recall for claims at all the correction levels, and on F1 for claims at

50%.

The comparison of these results with the ones from the monolingual scenario showed some

increase in performance. However, the cross-lingual models were not always top performers,

this being especially true for token-level evaluation metrics. At a token level, the best overall

accuracy belonged to MSupEnPt, with an increase in performance of ∼ 7.5% over the best

monolingual model, namely FtPt. MSupEnPt also performed better than monolingual models

on precision, recall and F1 for non-argumentative clauses.

At a span level the results are more biased towards the cross-lingual models, namely

MSupEnPt. This model achieves better results on accuracy at a 100% correction level, precision

for claims and premises at all the correction levels, and F1 score for claims and premises at all

the correction levels. An exception was observed for claims at 50%, where MSupPt performs

better than any of the cross-lingual models, albeit by a small margin.

The increase in performance is especially noteworthy on precision for claim and premise

spans at a 100% correction level, with the MSupEnPt model scoring ∼ 57% higher on premises

and ∼ 67% higher for claims when compared to the best monolingual model. Although such

an increase does not translate directly to a higher F1 score, since the gains in recall are more

modest, the F1 score for premises at 100% is still ∼ 36% higher on MSupEnPt when compared

to the MSupPt word embeddings. Table 4.2 summarizes the achieved results.

One general tendency that can be noted is that the models using projected embeddings

tend to perform better than the model using the original FastText embeddings, since FtPt

only achieves top performance on the F1 score for premises at a token level, and by a minimal

margin. The results also tend to suggest that the supervised approach for the projection of the

embeddings worked better on our case, since MUnsupPt is only the top performer for recall

on premises at a token level and recall for premises at a span level at a 50% correction level.

MUnsupEnPt is never the top performer, although it performs better than MSupPt on some

scores, especially at a span level.

A manual qualitative analysis of the texts tagged by the models revealed four main cases of

span identification and classification, illustrated by the spans of Figure 4.3: a) Correct span at

a 75% correction level for MSupEnPt, but incorrect span type classification for both MSupPt

and FtPt; b) Correct identification of a premise span but failure do detect a claim span by
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MSupEnPt, with both MSupPt and FtPt being unable to detect any argumentative clause;

c) Correct identification at a 100% level of claim and premise spans by MSupEnPt, MSupPt and

FtPt, with small differences between them; d) Identification of nonexistent claim and premises

spans by MSupEnPt, MSupPt and FtPt.

The fact that MSupPt had some performance improvement over FtPt is consistent with

the hypothesis that, even in monolingual scenarios, the existing Portuguese embeddings can be

improved if projected into other embeddings trained in larger datasets, with this being the case

for FtEn.

On the only comparable previous study addressing AM over Portuguese contents, Rocha

(2016) reported an F1 score of 0.69 for the detection of non-argumentative sentences, while our

best model, MSupEnPt achieved 0.612 for the detection of non-argumentative tokens. These

scores, however, are not directly comparable, since the values reported by Rocha (2016) refer to

a slightly different task, which is the binary classification of sentences as containing or not an

argumentative component.

The relatively modest results that were achieved over the Portuguese dataset, when com-

pared to the English one, suggest that the neural network is, on one hand, heavily dependent

on the amount of text available. On the other hand, the different origin of the datasets can also

indicate that these models are context sensitive, meaning that they cannot transfer seamlessly

between different types of texts. This can be a possible explanation for some lack of improve-

ment brought by the cross-lingual approaches. Even so, the performance increase, especially at

a span level, deem cross-language learning as a valid framework for improving results.

4.5 Overview

This chapter reported on the experimental setup that was used, and the results achieved

by the neural model described in Chapter 3. It started by detailing the methodology adapted

to test the model, and the research questions it allowed to answer. The chapter then proceeded

by presenting the datasets that were used in the experiments, both for Portuguese and English.

Finally, the chapter reported on the results achieved in the experiments, both for English and

Portuguese, in monolingual and cross-lingual scenarios.
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5Conclusions and Future

Work

Argumentation mining systems usually focus on the tasks of identifying and classifying

argumentative components on natural language text, as well as establishing the relations between

such components, given a particular argumentation model. Their applications can range from

the analytics of newspaper and blog texts, to legal documents or persuasive essays. Such systems

typically follow a pipeline architecture and focus mainly on English content, with fewer systems

dedicated to argument mining in other languages, such as Portuguese.

In this dissertation, we presented new end-to-end approaches designed to extract and classify

argumentative components on natural language text, both in Portuguese and English. We

proposed an approach based on deep neural networks, levering monolingual and cross-lingual

word embeddings. To the extent of our knowledge, we described the first system of this type (i.e.,

considering the extraction of spans corresponding to claims and premises) for the Portuguese

language. We tested several models on a Portuguese news dataset and on an English persuasive

essays dataset, and we also used these datasets jointly in order to verify if the performance on

the Portuguese language could be improved. We discussed the results obtained and compared

them to similar systems developed previously. The usage of cross-lingual word embeddings did

not made up for the inefficiencies of the Portuguese models, meaning that access to large training

corpora in the target language is an important factor. This can also mean that the different

nature of both datasets (news vs student essays) produces argument spans that differ in size

and frequency, further increasing the difficulty of using a single model in different application

contexts and languages.

5.1 Overview on the Contributions

The most important contributions of this M.Sc. thesis are as follows:

• A novel argumentation mining system based on the system proposed byEger et al.

(2017), that frames argumentation mining as a sequence tagging task, using models based

on deep neural networks. This dissertation describes a new system for argumentation



mining based on a biLSTM-CRF model that leverages publicly available resources, namely

word embeddings and deep learning Python libraries. The model was used to tag natural

language texts, both in Portuguese and English using a claim/premise model, allowing

for the extraction and classification of argumentative components. The system was made

publicly available1.

• A detailed evaluation of the system: In this dissertation, we conducted experiments

using different datasets, corresponding to Portuguese newswire data and English persuasive

essays. The experiments used standard natural language processing metrics that allow

for some comparison with similar systems, both at a token- and a span-level, for each

argumentative component type. The results have shown that the English dataset achieved

significantly better results, meaning that the amount of text available is an important

factor affecting the performance of the system. Claim components, for both languages,

were specially difficult to correctly extract and classify.

• A cross-lingual approach to argumentation mining in Portuguese: In order to

improve the performance of the model over Portuguese data, we tested a cross-lingual

approach, by projecting the Portuguese word embeddings into the English ones, in order to

map them to a common vectorial space. The experiments conducted using these projected

embeddings allowed us to use the English dataset as a part of the training folds for the

models used to make argumentation mining on the Portuguese dataset. The results showed

some improvement using this approach, especially on a span level.

5.2 Future Work

Given the fact that this dissertation presents a novel approach to the argumentation mining

task in the Portuguese language, there are still large areas that can be explored. For future

work, some distinct but complementary lines of research can be used.

First and foremost, it would be interesting to build a new Portuguese dataset, possibly from

scratch. This dataset could be significantly larger, and with a higher percentage of argumentative

clauses, namely claims, so that statistical models can learn to distinguish them better from non-

argumentative text. The domain of the texts could be some other than news, in order to allow

for cross-domain model creation and the use of a similar argumentation scheme. Building such

a dataset, following for instance the methodology detailed by Stab and Gurevych (2016), could

1https://github.com/fspring/masterThesis
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prove to be an interesting approach, albeit it relies on costly human resources, namely expert

annotators. Another hypotheses would be to machine translate an existing dataset, such as the

English dataset used in this dissertation, and project the existing annotations from the source

to the translated text, following an approach similar to the one described in Eger et al. (2018).

Second, the final task of the argumentation mining pipeline, which is the extraction of

the structure of arguments through relations between the extracted spans, was not tested on

the implemented system. This additional task can be considered as an extension to the work

reported here, both in Portuguese and English. This extension could be achieved using a similar

tagging scheme as the one detailed by Eger et al. (2017) which inserts the distance between

two related components in a tag to be assigned to each word. More complex schemes can also

be designed, since this one does not allow for the existence of one-to-many relations where, for

instance, a premise is related to several claims. As for methods to establish the structure of the

arguments, some have been proposed by the literature, as described in Section 2.2.1.2.

Third, the model could also be extended by using a multi-task learning approach, such

as the one described by Lauscher et al. (2018), in order to improve the performance for both

languages. These authors leveraged the fact of experimenting over a dataset with different layers

of annotation in order to consider each one of the layers as an auxiliary task for the main task

(i.e., argumentation mining). The same could be done by adding other types of semantic layers

to existing datasets, and then train models on these annotations as auxiliary tasks. Another

alternative task to consider within multi-task learning scenarios would be to include discourse

parsing as an auxiliary task, using for instance the Rhetorical Structure Theory formalism,

focusing on argumentative structures such as the ones described in Azar (1999). This could

allow the use of a dataset such as that from Cardoso et al. (2011) in its full extent. Another

alternative task could be to perform argumentation mining over corpora with different tagging

schemes, such as in the case of the approach followed by Schulz et al. (2018).

Fourth, the available resources, namely the Portuguese embeddings, could be improved,

either by using a greater amount of text to train them, or by using different projection techniques,

such as the ones suggested by Artetxe et al. (2018a,b), which are deemed by the authors as

performing better than the techniques of the MUSE library we used in this dissertation.
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